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The recent development of Intensity Modulated Radiation Therapy (IMRT) pro-

vides a more sophisticated method for delivering radiation therapy for cancer treat-

ment. Using IMRT, the dose distribution can be tailored to match the tumour’s

shape and position, thereby avoiding damage to healthy tissue to a greater ex-

tent than previously possible. Traditional planning for IMRT treatment assumes

the target area remains in a fixed location throughout the weeks of treatment.

However, many studies have shown that because of organ motion, inconsisten-

cies in patient positioning, etc., the tumour location does not remain stationary.

We present a probabilistic model for IMRT treatment planning and show that it

is identical to using robust optimization techniques, under certain assumptions.

Since this formulation is computationally more intensive, we propose two methods

to reduce computational requirements. For a sample prostate case, our model is

tractable and, compared to traditional methods, has the potential to find treat-

ment plans that are more adept at sparing healthy tissue while maintaining the

prescribed dose of radiation to the target.
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Chapter 1

Introduction
The American Cancer Society expects that nearly 1.4 million Americans will be

diagnosed with some form of cancer in 2005 [2]. About half of these patients will

undergo radiation therapy, some in conjunction with chemotherapy or surgery.

Radiation therapy uses ionizing radiation to kill cancerous cells and to shrink

tumours. More than one hundred years of experience and technological innova-

tion have firmly established radiation therapy as a proven means of treating many

cancerous and non-cancerous diseases [7]. Medical linear accelerators are widely

used to generate ionizing radiation, mainly in the form of high-energy x-rays that

permit deep tissue penetration with very little energy deposited in the skin. Be-

cause radiation does not discriminate between normal and healthy tissue, strategic

delivery is required to limit the adverse effects of radiation on normal tissues.

1.1 Treatment Planning Problem

Treatment planning is a process that uses Computed Tomography (CT) images

to visualize the location and extent of the tumour and the surrounding anatomic

structures. This information is used to design shielding that confines high-dose ra-

diation, and to design plans that uniformly irradiate targeted tissues, while sparing

normal tissues to reduce the toxic effects of treatment. Computer-aided visualiza-

tion of anatomy and simulations of the effects of treatment are essential for maxi-

mizing the dose to targets without exposing normal tissues to potential injury.

Fractionation limits normal tissue damage by extending the treatment time

over several weeks, and dividing up the total dose into several smaller doses, which

1
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are administered daily. Fractionation gives normal tissues time to recover, and

allows radioresistant tumour cells to progress to a more radiosensitive phase of

their growth [25].

Over the past ten years, continuing technological developments have raised the

accuracy and precision of radiation therapy delivery to new levels of sophistication.

This progress is well-demonstrated in rapid adoption of technologies that support

Intensity Modulated Radiation Therapy (IMRT). In addition to the benefit of

sparing more normal tissue, IMRT provides the capacity to respond therapeutically

to new information emerging from molecular biology and medical imaging.

IMRT combines treatment planning and computer-controlled treatment deliv-

ery to precisely shape the distribution of dose to encompass targeted tissues, while

avoiding adjacent normal tissues [10, 24, 38]. Detailed reviews of IMRT principles

and clinical guidelines are described elsewhere [19, 23, 64]. Briefly, dose distrib-

utions are formed by the strategic superposition of a series of beams intersecting

the target from many directions. Several beam apertures are formed for each an-

gle of incidence, using a multi-leaf collimator. During the optimization process,

these apertures are idealized as narrow individual beamlets, or pencil beams. The

radiation intensity within each beamlet is altered, or modulated, to achieve the

prescribed doses for tissue elements it traverses. In the leaf-sequencing process,

beamlets with common intensities are then combined to generate efficient apertures

for treatment delivery.

Due to cost and time restrictions, the same treatment (beam angles and beam-

let intensities) is administered at each treatment fraction, and the number of beam

angles must be small, usually no more than 12. Experienced treatment planners

and physicians are often able to pre-select effective beam angles, and in this work
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we assume such a selection has been made. Studies have shown that beam an-

gle optimization only leads to marginal improvement for the dose distribution

for prostate cases, but can have a more significant effect on other cases [58, 51].

The pre-selection of beam angles reduces the treatment planning problem to that

of finding beamlet intensities which will most likely ensure local tumour control

(killing all viable tumour cells), yet refrain from adverse effects on normal tissues.

1.2 Uncertainties

The development of IMRT has provided tools to shape radiation dose distributions

with high precision. It is now possible to treat irregularly shaped target volumes

aggressively with therapeutic doses, while sparing the surrounding healthy tissues.

However, high precision treatment delivery requires a high precision of targeting.

Motion and deformation of the patient or of the inner organs during, or between,

treatment fractions, as well as any positioning uncertainties, could have a detri-

mental effect on local control of the disease, or on treatment toxicity.

Immobilization devices are commonly used to help patients maintain consistent

positioning, both during treatment and from fraction to fraction [6]. But even with

the aid of immobilization devices, small discrepancies are inevitable because of,

for example, periodic breathing and cardiac motion within a treatment, changes

in intra-abdominal pressure, and weight changes over the protracted course of

treatment.

Until recently, treatment planning has been performed on CT images that rep-

resent a static patient model, and uncertainties caused by movement and deforma-

tion have been addressed by adding safety margins to regions as a way to ensure

that they receive doses within the prescribed bounds. The safety margins are
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designed to accommodate both systematic and random uncertainties that might

be introduced following the acquisition of the initial planning data. A number of

excellent review articles summarize the current state of motion management in ra-

diotherapy [30, 31]. Following the nomenclature and guidelines of the International

Commission on Radiation Units and Measurements (ICRU) [46, 47], a clinical tar-

get volume (CTV) is defined as the region to be irradiated, including the gross

tumour volume (GTV) identified by diagnostic procedures, and regions suspected

of harbouring undetectable disease. In order to address the uncertainty described

above, the CTV is encompassed by a margin to form the planning target volume

(PTV), which is to be treated with a high, uniform dose (see Figure 1.1). Safety

margins are sometimes also added to critical structures adjacent to the target to

provide a margin of safety to assure the structures remain protected. Such regions

are called planning risk volumes (PRVs).

PTV

GTV

CTV

Figure 1.1: Safety margin recommended by ICRU.

However, using this approach, “good” solutions tend to be treatment plans

where there is a sharp change in the dose distribution at the PTV boundary,

which could be problematic for several reasons. First, if the safety margin encom-
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passes any healthy tissue, it will be aggressively irradiated because it is part of the

PTV. Second, during treatment, if some healthy tissue moves into the high dose

area, severe side effects may occur. Moreover, it is possible to generate regions

where PRVs and PTVs overlap, creating conflicting clinical objectives that must

be resolved. And finally, if some malignant cells move into the surrounding low

dose area, then the tumour will be underdosed and could persist. So a plan, that

at first sight looks acceptable, may in fact be undesirable.

Alternative approaches model and consider the effect of movement on the dose

distribution during the treatment planning process, with the aim of giving a more

complete and accurate indication of the potential consequences of patient motion

and setup uncertainty. The treatment parameters can then be adjusted manu-

ally, or with the assistance of an algorithm to compensate for the changes in dose

distribution caused by motion. The understanding and modeling of motion ef-

fects on dose distributions is an active area of inquiry. Studies have been done to

determine these effects for a variety of treatment methods [8, 12, 29, 68], while

others have examined a convolution/smearing approximation of the dose distribu-

tion [4, 13, 14, 41]. Biological studies have investigated these effects for structures

with time-dependent geometry [48, 49], the implications of organ deformation [9],

the effects of a blurred dose matrix on tumour control probability [63], and a model

for tumour growth during treatment [65].

Optimization approaches to address uncertainties include incorporating the ex-

pectation of dose delivered into the objective function, using an estimated probabil-

ity distribution for structure locations [37]. Physics-based models aim to optimize

fluence profiles and minimize the variance of dose delivered [60, 61].

With the advent of online imaging technologies, it is now possible to routinely
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acquire CT scans in the treatment setting [28, 42, 57, 66]. Using these images

to locate the target can reduce patient setup errors, but patient motion during

treatment is inevitable. Currently, because of time and personnel restrictions,

these images are only used for correcting patient positioning, and not for online

re-optimization of treatment plans.

Adaptive Radiation Therapy [40, 43, 52, 67] incorporates multiple patient im-

ages during treatment (e.g. daily CT scans) into a feedback algorithm to tune the

sequence of treatment plans. Similar adaptive techniques rely on knowledge of ac-

tual amounts of dose absorbed during each treatment fraction to adjust subsequent

fractions [22].

Our robust model, presented in [11], aims to create plans which remain accept-

able over a broad range of likely circumstances. Instead of representing the target

region as a PTV, our model discards the safety margin and uses the CTV, but

allows for many possible shifts. We also remove any safety margins on healthy

structures.

We use the conventional modeling approach of using voxels as sample points on

a grid where we measure amounts of dose absorbed. Our voxels are selected from

a uniform 3-dimensional grid, and for simplicity in notation, we refer to a voxel

from a 0.8 cm × 0.8 cm × 0.8 cm grid as a “0.8 cm voxel,” for example.

Dose is energy per unit mass, measured in Gray (abbreviated Gy, where 1 Gy =

1 joule per kilogram). The actual amounts of dose absorbed are unknown, as they

depend on the random scattering of electrons and the resulting cellular damage

caused by these displaced electrons. Commercial treatment planning systems em-

ploy Monte Carlo techniques to estimate absorbed doses specific to each patient,

but in this work we use an approximate (deterministic) dose calculation from a
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matrix of doses delivered to a water phantom and only address uncertainty in voxel

location. We suspect that using a more accurate dose calculation would not greatly

affect the relative performance of our robust model compared to a deterministic

model. Further, we make the conventional assumption that the cumulative dose

delivered to a voxel over all fractions is linearly additive.

The structure contours from the patient’s initial planning CT scan determine

the set of voxels for each structure and the “original” location of each voxel, which

may or may not be its average location. The planning CT scan gives only one

snapshot of structure contours, and therefore may be quite biased. However, addi-

tional scans are typically not available, and without further information, it seems

reasonable to use original voxel locations as a starting point for potential movement

(see Section 3.1 for details on scenario selection).

Since we are assuming beam angles have been pre-selected by an experienced

planner, our solutions will be an assignment of intensities (or weights) for each

beamlet, which would then be delivered to the patient at each treatment fraction.

1.3 Small Example

To illustrate the potential downfall of using a safety margin to deal with uncer-

tainty, consider the stylized example shown in Figure 1.2. Voxels in the healthy

structure are on the perimeter, three squares wide. The CTV voxels are the center

4 × 4 squares. The PTV margin is a one square border around the CTV, making

the PTV a 6 × 6 square. Note the overlap between the PTV margin and the

healthy structure.

Figure 1.2 shows the optimal plan (the “deterministic solution”) obtained by

using a simple linear program that penalizes overdosing the healthy structure and
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Figure 1.2: (Left) Voxel setup for small example. (Right) Treatment plan of
deterministic model’s optimal solution.

penalizes underdosing the PTV, where darker gray indicates higher dose delivered

and lighter indicates lower.

Now suppose that a voxel’s location is not stationary throughout treatment,

and our best estimate of its actual position during a given fraction is represented by

five scenarios - staying in its original position or shifting one unit in each direction

(right, left, up, down), with each scenario equally likely. Figure 1.3 shows how the

deterministic plan performs when all voxels shift together for the five scenarios.

The CTV voxels remain within the PTV boundary for all scenarios, so adequate

dose is delivered to the CTV. But because the deterministic plan delivers a high,

uniform dose to the entire PTV, the healthy structure receives much of this high

dose in most scenarios.

Figure 1.3: Small example: solution of deterministic model, in five potential
scenarios.

As an alternative to the deterministic model, we incorporate the scenario in-

formation into a robust model (see Chapter 2 for details), so that the constraints
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now reflect voxel location uncertainty and therefore uncertainty in dose delivered.

The optimal solution to this robust model is shown in Figure 1.4, with doses on

the same grayscale as in Figure 1.3. A sufficiently high dose is still delivered to the

CTV in all scenarios, and the smoother dose distribution reduces the high dose to

the healthy structure.

Figure 1.4: Small example: solution of robust model, in five potential sce-
narios.

1.4 Contributions

The contributions of this dissertation are:

• to demonstrate that current methods find treatment plans that are optimal

for static cases but can perform poorly when motion occurs,

• to present a robust optimization model for IMRT treatment planning,

• to show that this robust formulation is computationally tractable and can

find treatment plans that perform better than deterministic methods when

motion occurs, and

• to emphasize that performance measures used by oncologists to evaluate the

quality of a treatment plan need to address uncertainty and convey potential

outcomes.



10

1.5 Outline of Thesis

The remainder of this thesis is organized as follows. In Chapter 2, we develop

the formulation for robust IMRT treatment planning, from both a probabilistic

approach (Section 2.1) and a robust optimization approach (Section 2.2). Com-

putational results for a prostate case are presented in Chapter 3, with details of

scenario selection in Section 3.1. Efforts to reduce computational requirements are

described in Chapter 4, and concluding remarks are in Chapter 5. A summary of

the computational implementation appears in the Appendix, and attached is a CD

containing our MATLAB functions.



Chapter 2

Formulation
The example in the previous section motivates us to look for a plan that is more

robust to the various uncertainties in the problem. There are at least two ways to

view this uncertainty. One interpretation is a probabilistic one, where we require

that the plan be of high quality with high probability. This interpretation is intu-

itive, but relies on a normal approximation for the distribution of the cumulative

dose delivered to a voxel. We present a second interpretation that does not rely on

this assumption. Using a robust optimization approach, we require that the plan

be of high quality so long as the problem parameters fall within some “reasonable”

set. In Sections 2.1 and 2.2 we describe these interpretations in turn, and under

certain assumptions show that they lead to the same form of constraint. A penalty

formulation is presented in Section 2.3, and dose-volume constraints are discussed

in Section 2.4. The full formulation of the problem appears in Section 2.5.

2.1 Probabilistic Approach

Let Di(x) denote the total dose delivered to voxel i over the course of all N frac-

tions, as a function of the beamlet intensity vector x. We view Di(x) as a random

variable because it depends on the doses delivered on each of the N fractions,

and the dose per fraction depends on the location of the voxel during the fraction,

which is random. More specifically, Di(x) is the sum of N random variables Di`(x),

` = 1, . . . , N , where Di`(x) is the dose delivered to voxel i on the `th fraction with

beamlet intensity vector x. In great generality, a sum of random variables is ap-

proximately normally distributed, as follows from a central limit theorem. We

11
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therefore assume that Di(x) is normally distributed. Denote the mean and vari-

ance of the total dose Di(x) by µ and σ2 respectively. These parameters depend

on i and x, but for now we suppress that dependence in our notation.

Suppose that voxel i comes from some healthy structure Hk, so that we do not

want the dose to voxel i to exceed some level mk that we take to be structure-

specific. (The level mk could be taken to be voxel-specific, but we do not do so.)

This desire can be naturally expressed by requiring that the dose exceeds mk with

probability at most δ, where δ is some small constant, e.g., 0.05. So we require

that P(Di(x) > mk) ≤ δ, which is equivalent to saying that

P

(
Di(x)− µ

σ
>

mk − µ

σ

)
≤ δ. (2.1)

But (Di(x)− µ)/σ is normally distributed with mean 0 and variance 1, so (2.1) is

equivalent to requiring that

mk − µ

σ
≥ z1−δ,

where z1−δ is chosen so that P(Z > z1−δ) = δ, and Z is a normal random variable

with mean 0 and variance 1. We can rearrange this equation to give the constraint

σ ≤ mk − µ

z1−δ

.

If voxel i comes from the CTV, then we do not want the dose to fall below a

certain threshold, which we denote by mTmin. A similar argument using the fact

that zδ = −z1−δ shows that the analogous constraint is of the form

σ ≤ µ−mTmin

z1−δ

. (2.2)

Notice that z1−δ > 0 and we would expect that mTmin < µ in any reasonable

solution, so that the right-hand side of (2.2) is positive, as it should be.

But how do we compute µ and σ2?
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Recall that µ and σ2 are the mean and variance of Di(x), and are therefore func-

tions of the beamlet intensity vector x. We assume that the N random variables

giving the dose per fraction are independent and identically distributed (i.i.d.).

This assumption is a natural first step as it acknowledges the randomness in the

problem, and leads to a computationally-feasible optimization problem. It is im-

portant to recognize that it is almost certainly violated to some degree. For ex-

ample, recall that the treatment is delivered over several weeks, during which time

the patient is likely to be losing weight as a side effect of the radiation. But if the

patient’s body geometry changes as time passes, then so will the doses received by

various locations in the body, so that the assumption that the fraction doses are

identically distributed is best viewed as an approximation.

The i.i.d. assumption ensures that µ = NEDi1(x) and σ2 = NVarDi1(x), so

the problem reduces to computing the mean and variance of the dose from a

single fraction. Let Yi denote a random column vector, indexed by beamlets,

representing the dose delivered to voxel i from each beamlet, when the beamlets

have unit intensity. The dose to voxel i is the sum of the doses delivered from

each beamlet, and therefore Di1(x) = Y>
i x, where v> denotes the transpose of the

vector v. The variance can be rewritten as

σ2 = NVar(Y>
i x) = Nx>Cov(Yi)x,

where Cov(Yi) is a B × B matrix, and B is the number of beamlets. In practice,

B is commonly on the order of one thousand, and there are tens of thousands of

voxels, so storing a covariance matrix for each voxel requires too much memory

for this formulation to be computationally tractable. To avoid the need for this

storage and therefore make the problem tractable, we instead adopt the following

model of the random dose on a single fraction.
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Suppose that on any single fraction, one of n possible scenarios s1, . . . , sn can

occur with probabilities p1, . . . , pn respectively. Let aij denote a column vector,

indexed by beamlets, giving the deterministic dose delivered to voxel i in scenario

j from each beamlet, when the beamlets have unit intensity. We can then write

Di`(x) = a>i,S(`)x,

where S(`) is the index of the (random) scenario that occurs in fraction `. Hence

EDi1(x) = E[ai,S(1)]
>x =

n∑

j=1

pja
>
ijx,

and

VarDi1(x) =
n∑

j=1

pj[a
>
ijx− EDi1(x)]2.

These expressions can be written in a more useful form as follows. Let p =

(p1, . . . , pn) be the column vector of scenario probabilities, and

Ai =




a>i,1

a>i,2
...

a>i,n




be a matrix where the jth row contains the vector giving the dose to voxel i in

scenario j. Then

EDi1(x) = p>Aix.

Let e denote an n× 1 (column) vector where each element equals 1, I denote the

n× n identity matrix, and P denote the diagonal matrix where Pjj = pj. Then

VarDi1(x) = [Aix− e
(
p>Aix

)
]>P [Aix− e

(
p>Aix

)
]

= [
(
I − ep>

)
Aix]>P [

(
I − ep>

)
Aix]

= ‖RAix‖2,
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where ‖v‖2 = v2
1 + · · ·+v2

n denotes the square of the Euclidean norm, R = P 1/2(I−
ep>), and P 1/2 is the diagonal matrix with P

1/2
jj =

√
pj.

Putting it all together we see that the constraint (2.1) can be written as

‖RAix‖ ≤ mk −Np>Aix

z1−δ

√
N

. (2.3)

The constraint (2.2) can be expressed in almost exactly the same way.

There is one constraint of the form (2.3) for each voxel. We require any treat-

ment plan to simultaneously satisfy all of these constraints. That does not mean

that all voxels simultaneously receive an appropriate dose with high probability.

Rather it means that each voxel, considered one at a time, has a high probabil-

ity of receiving an appropriate dose. Put another way, we constrain the marginal

distributions of the doses to the voxels, rather than the joint distribution of the

(vector) dose to all voxels.

2.2 Robust Optimization Approach

Consider the SOCP problem [5]:

min c>x

Ax = b

x ∈ K
∏
2

where c,x ∈ <n, A ∈ <m×n, b ∈ <m and K
∏
2 is a direct product of second

order cones. Notice that SOCP almost looks like LP, except the nonnegativity

constraints x ≥ 0 have been replaced by x ∈ K
∏
2 . More precisely,

K
∏
2 = {x ∈ <n : (x1, x2, . . . , xk1) ∈ K1, (xk1+1, . . . , xk2) ∈ K2,

. . . , (xkl+1, . . . , xn) ∈ Kl+1}
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where 1 ≤ k1 < k2 < · · · < kl < n and for i = 1, . . . , l+1, Ki is a second order cone

(SOC). A cone K ⊆ <k+1 is a SOC if K = {(x, t) ∈ <k × < : ‖x‖ ≤ t}. If k = 0,

this is a nonnegativity constraint, t ≥ 0. Therefore, SOCP is a generalization of

LP.

SOCP is a powerful modeling framework that is computationally tractable.

In fact, many existing solvers that are based on interior-point methods require

a similar number of iterations to solve LP instances of a similar size. It should

be noted, however, that the amount of work associated with each iteration is

somewhat more demanding for SOCP.

Consider the LP:

min c>x

Ax ≥ b

where c,x ∈ <n, A ∈ <m×n, and b ∈ <m. (Here, for convenience, we adopt a

slightly different formulation that uses inequality constraints rather than equality

constraints. Transformations are possible between the different forms so there

is no loss of generality in doing so.) In Robust LP, developed by Ben-Tal and

Nemirovski [5], the underlying idea is that we do not know the matrix A with

certainty, but have a good idea of its whereabouts. This knowledge is represented

by requiring A ∈ U , where U is usually termed the uncertainty set. Robust LP

requires a solution x to be feasible for any choice of A ∈ U , i.e.,

min c>x

Ax ≥ b ∀A ∈ U .

We will show that this problem can be cast as a SOCP under some assumptions

on the shape of the uncertainty set U .

An ellipsoidal uncertainty set U corresponds to a direct product of ellipsoids

Ei for each constraint a>i x ≥ bi in the set of constraints Ax ≥ b, where a>i is the
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ith row of the matrix A, for i = 1, . . . , m. We want to solve:

min c>x

a>i x ≥ bi ∀ai ∈ Ei, for i = 1, . . . ,m.

The ellipsoid Ei can be represented as {ai(ui) = a∗i + Wiui : u>i ui ≤ 1}, where

a∗i ,ui and Wi are vectors and a matrix, respectively, of corresponding dimensions.

We want the constraint a>i x ≥ bi to hold for any choice of ai ∈ Ei, so we must

have:

0 ≤ min{ai(ui)
>x− bi : ui

>ui ≤ 1}

= a∗
>

i x− bi + min
{
ui
>W>

i x : ui
>ui ≤ 1

}

= a∗
>

i x− bi −
∥∥∥W>

i x
∥∥∥ ,

for i = 1, . . . , m. Hence, a Robust LP can be written as:

min c>x
∥∥∥W>

i x
∥∥∥ ≤ a∗

>
i x− bi, for i = 1, . . . , m,

which is an instance of a SOCP.

Now that we have a sense of how Robust LP and SOCP are related, let us

turn to a robust formulation of maximum/minimum dose constraints in IMRT

treatment planning.

We still compute the dose to voxel i on fraction ` as a linear combination of

the beamlet intensities x, Di`(x) = a>i x, but now we require ai ∈ Ei, where Ei is

the ellipse {a∗i + Wiui : u>i ui ≤ 1}. The interpretation here is that the coefficients

that determine the dose to voxel i are not known with certainty, but are presumed

to lie in Ei. Naturally, we select a∗
>

i = p>Ai, so that the ellipse Ei is centered at

the expected dose coefficients for voxel i. The question remains on how to choose

Wi.
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An approach for selecting Wi is to appeal to a probabilistic model as in 2.1. In

that case, an appropriate choice is Wi = z1−δA
>
i R>/

√
N , using previous notation.

For voxel i in healthy structure Hk, if we require the dose delivered in a single

fraction Di`(x) = a>i x be at most mk/N , for all possible dose coefficient vectors

ai ∈ Ei, then the cumulative dose over N fractions will be at most mk, as desired.

The resulting constraint is:

mk

N
≥ (a∗i + Wiui)

>x = p>Aix +
z1−δ√

N
u>i RAix,

for all ui satisfying u>i ui ≤ 1, which is the same as:

0 ≤ mk −Np>Aix− z1−δ

√
Nu>i RAix, ∀ui satisfying u>i ui ≤ 1

= mk −Np>Aix− z1−δ

√
N max

{
u>i RAix : u>i ui ≤ 1

}

= mk −Np>Aix− z1−δ

√
N ‖RAix‖ .

Rearranging this inequality gives:

‖RAix‖ ≤ mk −Np>Aix

z1−δ

√
N

,

which is the same as (2.3).

We have demonstrated that imposing an ellipsoidal uncertainty set on the in-

put data (the dose coefficients) gives rise to an ellipsoidal uncertainty set on the

cumulative dose
∑N

`=1 DiS(`)(x) to a voxel, which then gives constraints that form

part of a SOCP. It is possible to prescribe more sophisticated shapes for the uncer-

tainty set, but we do not do so here because the ellipsoidal form seems sufficient

for our purposes.
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2.3 Penalty Formulation

Many models have been proposed and discussed in the literature, and many others

are used by commercial treatment planning systems. For an overview of formu-

lations, see [32, 33, 56]. Some proposed models have been formulated as linear

programs [27], mixed-integer programs [35, 36, 50], nonlinear programs [21], and

multicriteria models [18, 17, 26]. With no definitive model on hand, we will mini-

mize a linear penalty objective function which is similar, in principle, to the model

used in the ADAC Pinnacle3 treatment planning system [1].

Our decision variables are the nonnegative beamlet intensities, x. Let B be the

number of beamlets available (from the pre-selected beam angles), so that x is a

B × 1 vector.

Let Hk, for k = 1, . . . , h, be the set of voxels for healthy structure k. Tradition-

ally, treatment planners impose a maximum cumulative dose of mk to every voxel

in structure Hk. In our formulation, we require the cumulative dose to be at most

mk with high probability. Let uk be an intermediate variable replacing parameter

mk in (2.3), so for any voxel i ∈ Hk we have

‖RAix‖ ≤ uk −Np>Aix

z1−δ

√
N

, (2.4)

where uk can be interpreted as the maximum dose to any voxel i ∈ Hk with

probability 1 − δ when x is delivered. If uk > mk, then we penalize the excess

dose, uk − mk, in the objective function, by some weight wk > 0. Otherwise, if

uk ≤ mk, there is no penalty. The excess is measured by imposing the following

linear constraints, for each healthy structure k = 1, . . . , h:

uk −mk = r+
k − r−k , (2.5)
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and

r+
k , r−k ≥ 0. (2.6)

The term wkr
+
k appears in the objective function, where parameter wk > 0 is a

penalty weight chosen by the planner. Minimizing the objective will cause r+
k =

uk −mk > 0 if uk > mk, and r+
k = 0 when uk ≤ mk. Note that we have chosen

to make the value uk structure-specific rather than voxel-specific, since it seems

sufficient for our purposes.

For the target region, the (practically unobtainable) goal is for every CTV voxel

to receive the exact same dose t. A homogeneous high dose to the entire CTV is

essential for treatment since cold spots may allow some tumour cells to survive,

while hot spots may cause unnecessary damage. Therefore, we impose both an

upper bound mTmax and a lower bound mTmin to the cumulative dose delivered to

any CTV voxel, where these bounds are close to t (typically within 5% to 10%).

The maximum CTV dose constraints have the same form as for the healthy

structures. Let parameter mTmax be the desired maximum dose to the CTV,

chosen by the planner, let uTmax, r
+
Tmax, r

−
Tmax be three intermediate variables, and

for any voxel i ∈ CTV, we restrict

‖RAix‖ ≤ uTmax −Np>Aix

z1−δ

√
N

, (2.7)

uTmax −mTmax = r+
Tmax − r−Tmax, (2.8)

and

r+
Tmax, r

−
Tmax ≥ 0. (2.9)

where wTmaxr
+
Tmax appears in the objective function, with parameter wTmax > 0.

The minimum CTV dose constraints are similar. Let mTmin, uTmin, r
+
Tmin, r

−
Tmin

be the minimum dose parameter and intermediate variables, respectively. For any



21

voxel i ∈ CTV we also have:

‖RAix‖ ≤ Np>Aix− uTmin

z1−δ

√
N

, (2.10)

mTmin − uTmin = r+
Tmin − r−Tmin, (2.11)

and

r+
Tmin, r

−
Tmin ≥ 0, (2.12)

where wTminr
+
Tmin is in the objective function, with parameter wTmin > 0.

Further, a minimum dose per fraction mT is sometimes required for every voxel

in the target to ensure that some lethal damage is achieved at every treatment

fraction. Since the dose per fraction is represented by any one of our n scenarios,

we set a lower bound on the dose per scenario. Let uTj, r
+
Tj, r

−
Tj for scenario j =

1, . . . , n be intermediate variables, and for any voxel i ∈ CTV, j = 1, . . . , n, we

impose the linear constraints

a>i,jx ≥ uTj, (2.13)

mT − uTj = r+
Tj − r−Tj, (2.14)

and

r+
Tj, r

−
Tj ≥ 0, (2.15)

where wTjr
+
Tj appears in the objective function, with parameter wTj > 0. Note

uTj is the minimum (deterministic) dose delivered by x to the CTV in scenario j,

and a penalty is incurred if this minimum dose is below mT. Like the maximum

and minimum dose constraints, this penalty is not incurred per voxel but rather

for the entire CTV, for each scenario.
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2.4 Dose-Volume Constraints

Solving the formulation thus far produces optimal solutions where most voxels in

a healthy structure receive their maximum prescribed dose mk, or very close to it.

These treatment plans are not clinically acceptable, and physicians are accustomed

to imposing dose-volume (DV) constraints, which are of the form “no more than

100vk% of healthy structure Hk may receive more than dk Gy.” DV constraints

are especially meaningful in parallel structures (organs in which the same function

is performed throughout) since the organ’s functionality may be preserved in the

portion that does not receive a high dose.

Accurately modeling a DV constraint would require a binary variable for each

voxel to indicate whether or not its dose is above the threshold dk. Doing so

would add thousands of binary variables to our model, making it computationally

intractable. The alternative method we use here (which is similar to a method

described in [20, 21]) imposes the following constraint on the sum of the “excess”

doses (expected doses above the threshold dk) for structure Hk:

∑

i∈Hk

(
Np>Aix− dk

)
+
≤ gk, (2.16)

where (·)+ means positive part, and gk is a parameter chosen by the planner. A

standard linear programming trick (see below) ensures that this constraint can be

introduced using linear equalities so that the overall optimization problem remains

convex. By restricting the sum of the excess doses we achieve an effect similar to

that of a DV constraint, while retaining computational tractability.

Let h ⊂ {1, . . . , h} be the indices of healthy structures that have a prescribed

dose-volume restriction. For simplicity, we show the formulation where each struc-

ture in h has just one dose-volume restriction, but it is straightforward to extend
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this formulation for multiple dose-volume restrictions on a structure. For each

k ∈ h, our DV constraints are as follows:

Np>Aix− dk = v+
i − v−i , ∀i ∈ Hk, (2.17)

v+
i , v−i ≥ 0, ∀i ∈ Hk, (2.18)

∑

i∈Hk

v+
i − gk = q+

k − q−k , (2.19)

and

q+
k , q−k ≥ 0. (2.20)

Continuing with the penalty objective function, let wk > 0 be the penalty weight

for exceeding the upper bound gk on excess doses in structure Hk, and so the term

wkq
+
k appears in the objective.

One possible value for the upper bound gk is vk|Hk|(mk − dk), which is the

total amount of “excess” there would be if the fraction vk of voxels exceeded the

threshold dk by receiving the maximum dose mk. Values for gk may also be chosen

iteratively, by tightening (or loosening) this bound as solutions dictate.

Alternative methods for imposing dose-volume constraints have been proposed

(see [50, 54]), and further research may include evaluating such alternative ap-

proaches.

2.5 Full Formulation

Minimize the sum of weighted penalties:

wTminr
+
Tmin + wTmaxr

+
Tmax +

n∑

j=1

wTjr
+
Tj +

h∑

k=1

wkr
+
k +

∑

k∈h

wkq
+
k ,

subject to:
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maximum dose to healthy voxels, with high probability, (2.4) to (2.6):

‖RAix‖ ≤ uk −Np>Aix

z1−δ

√
N

, ∀i ∈ Hk, for k = 1, . . . , h,

uk −mk = r+
k − r−k , for k = 1, . . . , h,

r+
k , r−k ≥ 0, for k = 1, . . . , h,

maximum total dose to target voxels, with high probability, (2.7) to (2.9):

‖RAix‖ ≤ uTmax −Np>Aix

z1−δ

√
N

, ∀i ∈ CTV,

uTmax −mTmax = r+
Tmax − r−Tmax,

r+
Tmax, r

−
Tmax ≥ 0,

minimum total dose to target voxels, with high probability, (2.10) to (2.12):

‖RAix‖ ≤ Np>Aix− uTmin

z1−δ

√
N

, ∀i ∈ CTV,

mTmin − uTmin = r+
Tmin − r−Tmin,

r+
Tmin, r

−
Tmin ≥ 0,

minimum dose per scenario to target voxels, (2.13) to (2.15):

a>i,jx ≥ uTj, ∀i ∈ CTV, for j = 1, . . . , n,

mT − uTj = r+
Tj − r−Tj, for j = 1, . . . , n,

r+
Tj, r

−
Tj ≥ 0, for j = 1, . . . , n,

approximate dose-volume constraints, (2.17) to (2.20):

Np>Aix− dk = v+
i − v−i , ∀i ∈ Hk, ∀k ∈ h,

v+
i , v−i ≥ 0, ∀i ∈ Hk, ∀k ∈ h,

∑

i∈Hk

v+
i − gk = q+

k − q−k , ∀k ∈ h,

q+
k , q−k ≥ 0, ∀k ∈ h,

and nonnegative beamlet intensities:

x ≥ 0.
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In our implementation, we include additional small penalties to improve con-

ditioning. For example, when uk > mk, a penalty with slope wk is incurred in the

objective function, and we further impose a penalty with slope ε for when uk < mk,

where ε is small.



Chapter 3

Patient Case
In this chapter we apply our robust formulation to a test case, a patient with

prostate cancer, and compare the resulting plan to one obtained from a deter-

ministic formulation. For prostate cancer, the target region is the prostate gland,

entirely surrounded by healthy tissue and adjacent to two critical structures, the

bladder and rectal solid. Figure 3.1 shows a sample CT scan, with structures

delineated, from a series of 81 CT scans taken at 3 mm intervals along the pa-

tient’s superior-inferior (head-toe) axis. Note the overlap between the PTV and

rectal solid, and between the PTV/CTV and bladder. Figure 3.2 shows the 3-d

structure contours, excluding the Unspecified region, constructed from the series

of CT scans. The Unspecified region does not overlap with any other structures.

The PTV margin is 1 cm around the CTV, and for the deterministic setup, we

choose not to use any safety margins around healthy structures. Table 3.1 shows

the clinical protocols set by experienced treatment planners for this prostate case.

Figure 3.1: CT scan of patient displayed by CERR [15].

In Section 3.1, a distribution is selected for scenarios, and computational re-

26
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Figure 3.2: Structure contours for patient case. Unspecified region not
shown.

sults are presented in Section 3.2. Methods for evaluating treatment plans are

described in Sections 3.3 and 3.4, and computational results are compared for

various parameter values in Section 3.5.

3.1 Distribution Selection for Scenarios

We construct a distribution to be used in our formulation from data published

in the literature. Several studies have been done on prostate motion over the

course of radiation therapy. The common approach to measuring motion is to

acquire CT scans just prior to treatment (either at every treatment, or weekly),

delineate structures, and compare their volume, shape, and position relative to
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Table 3.1: Clinical protocols for prostate case.

Structure Dose Prescription

PTV/CTV Uniform dose of 82.8 Gy

Bladder Maximum dose of 81.0 Gy

Rectal solid Maximum dose of 79.2 Gy

Unspecified Maximum dose of 72.0 Gy

Left femur head Maximum dose of 50.0 Gy

Right femur head Maximum dose of 50.0 Gy

Bladder No more than 50% may receive more than 60.0 Gy

Rectal solid No more than 50% may receive more than 25.0 Gy

Rectal solid No more than 30% may receive more than 50.0 Gy

Rectal solid No more than 25% may receive more than 60.0 Gy

Rectal solid No more than 15% may receive more than 73.8 Gy

bony anatomy. A reference table of prostate motion studies can be found in the

review by Langen and Jones [31].

For studying changes in prostate volume, Mechalakos et al [45] took four CT

scans for each of 50 prostate cancer patients undergoing radiation therapy. They

observed significant trends in increasing bladder volume, but no trends in the

prostate volume. Roeske et al [53] studied 10 patients by taking weekly CT scans

and found that bladder volumes generally increased in half the patients, and gener-

ally decreased in the other half. But like Mechalakos et al, they found no significant

trends in prostate volume over the course of treatment.

Shape variation was studied by Deurloo et al [16] in a study of 19 patients. They
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concluded that the extent of prostate deformation during the course of radiotherapy

is small, relative to organ motion.

For investigating rotations, van Herk et al [62] took repeat CT scans of 11

patients and measured the rotation of the prostate relative to the pelvic bone.

They found that the prostate is fairly stable, except for rotations around the

patient’s left-right axis. The magnitude of this rotation was 4.0◦, measured as one

standard deviation.

A number of studies measure shifts of the prostate’s center of mass during radia-

tion therapy, usually measured along the patient’s three anatomical axes (superior-

inferior, anterior-posterior, and left-right). Wong et al [66] treated 108 prostate

cancer patients, taking CT scans during the latter part of treatment. Along each

axis, most shifts were less than 10 mm, and of these, a majority were less than 3

mm. Balter et al [3] studied 10 patients and concluded that displacements of the

prostate were in a similar range, 1.7 mm to 4.5 mm.

Liu et al [39] studied 24 patients and found that shifts were greater in the ante-

rior rather than posterior direction, and slightly greater in the superior rather than

inferior direction. Lattanzi et al [34] performed a similar study with 6 patients and

also found that shifts were greater in the anterior rather than posterior direction.

Lattanzi et al found that shifts were slightly greater to the right rather than left,

yet Roeske et al concluded that movement of the prostate in the left-right direc-

tion was insignificant. In their study of 10 patients, Roeske et al found that shifts

ranged from 5.0 mm in the anterior direction to 5.3 mm posterior, and 6.3 mm

inferior to 4.2 mm superior.

Based on these data, we choose to ignore changes in volume, shape, and rota-

tions of the prostate. Our selected distribution has scenarios that correspond to
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voxel location shifts as shown in Table 3.2. Although this distribution is based on

motion of the prostate, we use this distribution for voxels in all structures, for sim-

plicity. Future studies may include investigating structure-specific distributions.

Table 3.2: The scenario distribution.

Scenario Direction Shift Probability

1 None 0 mm 0.250

2 Anterior 5 0.125

3 Posterior 3 0.125

4 Left 2 0.125

5 Right 2 0.125

6 Inferior 3 0.125

7 Superior 4 0.125

In general, the distribution can be patient-specific. Results based on alternate

distributions for all voxels appear in Section 3.5.

Though setup uncertainties can be systematic in nature, the probabilistic model

can help guard against unfavorable outcomes in any particular scenario. If the

target region is consistently located in one position, a deterministic solution may

consistently overdose the healthy portion of the PTV, but a robust solution may

recognize this as a possible scenario and therefore irradiate more sparingly.

3.2 Computational Results

For this prostate case, treatment planners pre-selected five coplanar beam angles

on the plane perpendicular to the patient’s superior-inferior axis. The beam angles
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are equi-spaced at 0◦, 72◦, 144◦, 216◦, and 288◦, where 0◦ corresponds to the beam

pointing directly down towards the supine patient. From each beam angle, we

selected beamlets which would deliver at least some significant amount of dose to

the CTV, creating a set of 940 beamlets (approximately 200 from each angle).

We chose δ = 0.05 for the SOC constraints, with the interpretation being the

maximum or minimum total dose constraints must hold with probability 0.95.

Further study on selecting an appropriate value for δ appears in Section 3.5.

We used SeDuMi version 1.05 [55, 59] to solve our SOCP to global optimal-

ity. SeDuMi is a MATLAB [44] add-on that implements the self-dual embedding

technique for solving optimization problems over symmetric cones, which includes

SOCs. All problems were solved on a Dell PowerEdge 1750 with a single 3 GHz

Xeon CPU and 4 GB RAM.

The A matrix for the SeDuMi input (for 1.0 cm voxels) contains 62.5% zeros

with the largest entries being on the order of 100. After setting entries in A whose

absolute values were less than 10−5 to zero, the resulting matrix had 70.6% zeros.

The new solve time was 20% faster, with very minimal differences in the solution,

so we adopted this convention of setting low entries in A to zero, as done in [20].

In our formulation, we have a maximum dose constraint for all voxels and a

minimum dose constraint for CTV voxels, so the number of SOCs in our formula-

tion is V +T , where V is the total number of voxels and T is the number of voxels

in the CTV. With 7 scenarios and 940 beamlets, we were able to solve problems

on 0.8 cm voxels in about 3.3 hours. For a fixed set of parameters, beamlets, and

the scenarios in Table 3.2, the CPU solve times and number of iterations by voxel

size are shown in Table 3.3 and plotted in Figure 3.3. We observe a slight increase

in solve time versus number of SOC constraints as V + T increases. In practice,
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Table 3.3: Solve times for robust formulation.

Voxel Size V T Iterations Solve Time

2.0 cm 411 10 31 3 min

1.6 826 25 39 8

1.2 1934 56 61 30

1.0 3307 88 65 62

0.8 6569 191 97 199

0.6 15, 417 449 (Out of memory)

since treatment plans must be found within a few hours or overnight, and often

require adjustments requested by the physician, the solve times for the 1.0 cm or

0.8 cm sized voxel instances are not unreasonable.
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Figure 3.3: Log-log plot of solve time versus number of SOC constraints.

For comparison, we solved the deterministic LP formulation on SeDuMi. Like
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the robust formulation, the objective is to minimize the sum of penalties,

wTminr
+
Tmin + wTmaxr

+
Tmax +

h∑

k=1

wkr
+
k +

∑

k∈h

wkq
+
k ,

subject to:

maximum total dose to healthy voxels:

Na>i,1x ≤ uk, ∀i ∈ Hk, for k = 1, . . . , h,

uk −mk = r+
k − r−k , for k = 1, . . . , h,

r+
k , r−k ≥ 0, for k = 1, . . . , h,

maximum total dose to target voxels:

Na>i,1x ≤ uTmax, ∀i ∈ CTV,

uTmax −mTmax = r+
Tmax − r−Tmax,

r+
Tmax, r

−
Tmax ≥ 0,

minimum total dose to target voxels:

Na>i,1x ≥ uTmin, ∀i ∈ CTV,

mTmin − uTmin = r+
Tmin − r−Tmin,

r+
Tmin, r

−
Tmin ≥ 0,

approximate dose-volume constraints:

Na>i,1x− dk = v+
i − v−i , ∀i ∈ Hk, ∀k ∈ h,

v+
i , v−i ≥ 0, ∀i ∈ Hk, ∀k ∈ h,

∑

i∈Hk

v+
i − gk = q+

k − q−k , ∀k ∈ h,

q+
k , q−k ≥ 0, ∀k ∈ h,

and nonnegative beamlet intensities:

x ≥ 0,

where ai,1 is the dose-coefficient vector for voxel i in its original CT scan location.

Table 3.4 shows the solve times for various voxel sizes.
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Table 3.4: Solve times for deterministic formulation.

Voxel Size V T Iterations Solve Time

2.0 cm 430 29 32 1 min

1.6 855 54 33 1

1.2 2010 132 60 4

1.0 3429 210 58 8

0.8 6796 418 67 17

0.6 15, 989 1021 129 100

0.4 54, 156 3423 150∗ 430∗

∗ Maximum number of iterations reached

3.3 Dose-Volume Histograms

In order to evaluate the therapeutic quality of a solution of beamlet intensities,

physicians rely on clinical guidelines, expertise, and intuition. Physicians are ac-

customed to examining Dose-Volume Histograms (DVHs), a cumulative histogram

of the dose delivered to each structure, similar in nature to dose-volume constraints

(see Section 2.4). For a set of beamlet intensities x, a DVH plots the fraction of

each structure Hk that receives at least some total dose d:

DVHk(d,x) =
1

|Hk|
∑

i∈Hk

1{Di(x) ≥ d}, (3.1)

where 1{·} is the indicator function. Traditional DVHs are based on the dose

delivered to static voxels, located as in the original planning CT scan, but in our

setting Di(x) is a random variable.

In Figure 3.4, we present a Dose-Expected Volume Histogram (DEVH) which



35

is a DVH, except it plots the expected fraction of a structure that receives at least

d. Taking the expectation of (3.1), we have

DEVHk(d,x) = E


 1

|Hk|
∑

i∈Hk

1{Di(x) ≥ d}

 =

1

|Hk|
∑

i∈Hk

P (Di(x) ≥ d) .

Using our results from Section 2.1, under the assumption that Di(x) has a normal

distribution with mean Np>Aix and variance N‖RAix‖2, we can write

DEVHk(d,x) =
1

|Hk|
∑

i∈Hk

P

(
Z ≥ d−Np>Aix√

N‖RAix‖

)
, (3.2)

where Z is a normal random variable with mean 0 and variance 1.
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Figure 3.4: Dose-Expected Volume Histogram (DEVH) for robust solution
(solid curves) and deterministic solution (dashed curves) for 0.8
cm voxels.

Figure 3.4 shows that both solutions achieve a high, homogeneous dose to the

CTV. However, the solid curves are mostly below the dashed curves, and hence



36

the robust solution delivers considerably less dose to the healthy structures. In

the penalty objective function, the optimal robust solution mostly penalizes the

minimum dose to the CTV and the approximate dose-volume constraints. The op-

timal deterministic solution mostly penalizes the maximum dose constraints to the

rectal solid and unspecified region, and the approximate dose-volume constraints

to the rectal solid.

Figure 3.4 is a straightforward extension of a DVH, showing the expected out-

come, but the actual outcome may be significantly different. Also, under the

normal distribution assumption, a DEVH depends on the selected distribution via

p, R, and Ai, as in (3.2).

For the prostate case, we simulated a treatment by randomly selecting N shifts

from the n scenarios representing possible positions of the patient at each treatment

fraction. We then used each model’s (robust and deterministic) optimal solution

of beamlet intensities to calculate cumulative doses delivered. We plotted the

resulting DVH, and then simulated more treatments, overlaying all the curves on

the same axes. The final plot, shown in Figure 3.5, conveys a sense of the range

of possible outcomes associated with each solution.

More specifically, Figure 3.5 plots the DVH cloud based on 100 simulated treat-

ments of N = 45 fractions each, sampling from the distribution given in Table 3.2.

For each fraction, we assume that all voxels shift together.

The plots in Figures 3.4 and 3.5 show that both solutions deliver compara-

ble dose to the CTV, but the robust solution delivers less dose to every healthy

structure. Most significantly, the robust solution satisfies all four dose-volume con-

straints to the rectal solid, while the deterministic solution violates all four. Since

the deterministic solution must deliver a high, uniform dose to the entire PTV, it
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Figure 3.5: Dose-Volume Histogram cloud for robust solution (‘-r’) and de-
terministic solution (‘-d’), for 100 simulated treatments.

delivers more dose to healthy regions than the robust solution.

3.4 Other Performance Measures

In addition to Dose-Volume Histograms, we can also plot doses delivered to patient

slices for analyzing solution quality. Though these figures do not explicitly convey

the implications of voxel location uncertainty, they may provide insight on the

robust formulation’s performance. Figure 3.6 displays the dose delivered to one

patient plane, the same slice as shown in Figure 3.1, and Figure 3.7 shows the

surface plots.
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These plots clearly show that the deterministic solution delivers a high dose

to a much larger region covering the entire PTV. Since the PTV overlaps the

rectal solid and bladder, both of these healthy regions receive high dose. The

robust solution more carefully avoids these regions and delivers high dose to other

parts immediately surrounding the CTV that don’t overlap with the rectal solid

or bladder. Therefore, it cleverly falls short of delivering high dose to parts of the

target if an anterior or posterior shift occurs, and yet succeeds in the case of a left

or right shift, so that the overall dose to the CTV is sufficiently high, with high

probability.

3.5 Varying δ and n

Our maximum and minimum dose constraints must be satisfied with probability

1− δ, and for our results thus far, we have set δ = 0.05. If we vary δ and keep all

other parameters the same, with 7 scenarios as in Table 3.2, and 1.0 cm voxels, the

solution times are shown in Table 3.5, and the DEVHs are shown in Figure 3.8.

Table 3.5: Solve times for various δ.

δ Iterations Solve Time

0.010 60 50 min

0.025 62 52

0.050 65 62

0.100 51 44

0.250 53 48

There is no discernible pattern for the solve times. The DEVH curves are
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nearly identical for the CTV, and they are similar in the tail end for healthy

structures. A possible explanation for this is that our penalty model only penalizes

the maximum dose to healthy structures, which is comparable for all solutions, and

all dose-volume constraints are met by all solutions.

Since the effect of varying δ is minimal and unclear, our choice of δ = 0.05

seems reasonable in terms of performance, though perhaps we could achieve faster

solve times and similar solutions for other values of δ.

Next, we investigate the effect of varying the number of scenarios n, and the

scenario distribution. In our SOC constraints, the vector RAix inside the norm has

dimension n, so increasing n increases the dimension of each second order cone.

For a distribution with 27 scenarios, we selected a shift to each corner, face,

and edge of a 1 cm3 cube centered at a voxel’s original CT scan location. Then

for each n, we selected n symmetric shifts from these 27 shifts, with each of the n

shifts being equally likely. The mean shifts are all (0, 0, 0), but the variance varies.

We continue to use 1.0 cm voxels and δ = 0.05.

Table 3.6: Scenarios and solve times for various n.

n Shifts, on 1 cm3 cube Iterations Solve Time

5 Center, 4 symmetric shifts 55 49 min

7 Center, 6 faces 54 51

9 Center, 8 corners 63 77

13 Center, 12 edges 65 114

15 Center, 6 faces, 8 corners 60 123

19 Center, 6 faces, 12 edges (Out of memory)
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Table 3.6 summarizes the solve times for various n, and Figure 3.9 shows the

DEVH for each solution. These problems were solved with n scenarios, and eval-

uated with 27 equally likely shifts. We observe that all solutions have similar

quality, so our choice of n = 7 scenarios seems reasonable.

Further, we compare the performance of the robust and deterministic solutions

on a different scenario distribution than the one used in the robust formulation.

Figure 3.10 is DVH cloud of the same setup as in Figure 3.5 except that the

scenarios have been simulated from the 27 equally likely shifts described above,

instead of the distribution in Table 3.2. The robust solution delivers much less dose

to the bladder and rectal solid, similar to its performance in Figure 3.5. However,

its dose to the CTV is not as homogeneous as before. Most likely this is caused by

the fact that the magnitudes of the 7 shifts from Table 3.2 are all less than or equal

to those of the 27 shifts. This suggests that the scenarios in the robust formulation

must carefully be chosen to include the range of possible shifts by CTV voxels in

order to ensure that every CTV voxel receives high dose.

For comparison, instead of using the distribution in Table 3.2, we solve a robust

formulation on 0.8 cm voxels with 7 equally likely scenarios (center and 6 shifts to

each face of a 1 cm3 cube), and evaluate it on 27 scenarios. The dose homogeneity

in the CTV is closer to that of the deterministic solution on 0.8 cm voxels, as

shown in Figure 3.11. We suspect that the robust solution on 0.8 cm voxels solved

on 9 shifts (center and 8 shifts to each corner of a 1 cm3 cube) would perform even

better when evaluated on 27 shifts, but this problem requires too much memory.

Instead, we can solve these problems on 1.0 cm voxels and compare their per-

formance. Figure 3.12 plots the DEVH of four solutions solved on 1.0 cm voxels:

a deterministic formulation, a robust formulation solved with the 7 scenarios in
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Table 3.2, with 7 equally likely symmetric scenarios (center and 6 faces of a 1 cm3

cube), and with 9 equally likely symmetric scenarios (center and 8 corners of a 1

cm3 cube). These solutions were all evaluated on the 27 scenarios. We observe that

of the three robust solutions, the 9 scenario solution achieves the best CTV dose

homogeneity, followed by the solution with 7 symmetric scenarios, and then by the

other 7 scenario solution. Hence, if the 27 scenarios are reasonable realizations of

the patient’s position, then the 9 scenario solution is preferable, but has a longer

solve time and more computational requirements.

In summary, for this prostate case, the robust formulation is computationally

tractable. The robust solution is favorable to the deterministic one since it achieves

superior sparing of the healthy tissue while maintaining a high dose to the CTV, as

the DEVH and DVH clouds show. The robust solution tailors the dose distribution

to match the CTV’s potential motion, while the deterministic solution conforms to

the PTV’s fixed position. The robust solution is sensitive to the scenario distribu-

tion, so it should encompass all possible shifts. However, selecting too many shifts

will cause computational problems. Overall, compared to deterministic solutions,

we believe the extra computational requirements are worthwhile for a robust so-

lution’s quality, and further, we investigate methods to reduce these requirements

in the next chapter.
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Figure 3.6: 2-D plot of dose delivered to one patient plane by the robust
solution (top) and deterministic solution (bottom), with CT scan
structure contours overlaid. Color scale indicates dose delivered
(Gy).
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Figure 3.7: 3-D plot of dose distributions to one patient plane by the robust
solution (top) and deterministic solution (bottom). Dose deliv-
ered (Gy) is on the vertical axis, same color scale as in Figure
3.6.
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Figure 3.10: DVH cloud for 0.8 cm robust (‘-r’) and deterministic (‘-d’) so-
lutions, based on 100 simulated treatments sampling from 27
equally likely shifts. Robust solutions solved on the 7 scenario
distribution in Table 3.2.
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Chapter 4

Reducing Computational Requirements
In the previous chapter, treatment plans were evaluated based on doses delivered

to the same sized voxels (0.8 cm or 1.0 cm) as used for the problem input. However,

current clinical treatment planning systems use 0.4 cm voxels for optimizing and

evaluating plans for prostate cases, and 0.4 cm problem instances are too large

for us to solve (see Tables 3.3 and 3.4). But since we calculate dose delivered by

interpolating from a matrix associated with a 0.2 cm grid, we can calculate the

doses delivered to 0.4 cm voxels to evaluate any solution of beamlet intensities.

0 10 20 30 40 50 60 70 80 90 100

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Total Dose (Gy)

CTV
RTFEMHD
LTFEMHD
UNSPECIFIED
BLADDER
RECTALSOLID

on 1.0 cm3

on 0.4 cm3

Figure 4.1: DEVH of robust solutions solved on 1.0 cm voxels, evaluated on
0.4 cm voxels (solid curves) and on 1.0 cm (dashed curves).

Figure 4.1 shows the DEVH of the optimal robust solution for the 1.0 cm voxel

49
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input, when evaluated on 0.4 cm versus 1.0 cm voxels. The dose to the CTV on

0.4 cm voxels is clearly not as homogeneous as on 1.0 cm voxels, and the doses to

healthy regions seems comparable, though the unspecified region and femur heads

receive slightly more dose when viewed on 0.4 cm voxels. We observe a similar

picture for the 0.8 cm robust solution on 0.4 cm voxels.

Since CTV dose homogeneity has high priority, we explore two methods that

maintain computational tractability for finding better robust solutions on 0.4 cm

voxels. Recall that 0.8 cm voxels are points on a 0.8 × 0.8 × 0.8 cm grid, where

each voxel represents a cube of volume 0.83 cm3. The dose delivered to that cube

is measured at one point, the center. We investigate taking the mean of doses

delivered to several points within each cube in Section 4.1 and sampling extra

voxels near the boundary of a structure in Section 4.2.

Also, the entire grid of original potential voxel locations can be shifted prior to

determining the set of voxels for each structure. Doing so creates slightly different

problems of approximately the same size. When evaluted on fine voxels, the quality

of the solutions may be different, and the methods proposed in this chapter may

reduce those differences.

4.1 Dose Aggregation

The robust formulation for the 1.0 cm voxel input fails to capture doses delivered

between voxels, as seen in Figure 4.1. This shortcoming motivates us to explore

a method of dose aggregation in which we replace the dose coefficients for a par-

ticular voxel with the mean of the dose coefficients of nearby points. One could

also use the maximum or minimum dose coefficients of nearby points within the

volume represented by each voxel. For a conservative approach, one could use the



51

maximum for all maximum dose constraints, and the minimum for all minimum

dose constraints. In this work we use the mean, and in our formulation, we replace

Di(x) with an aggregate dose, 1
|Ni|

∑
j∈Ni

Dj(x), where Ni is some set of neighbors

of voxel i. Using our scenario model from Section 2.1, the expected aggregate dose

is

E


 1

|Ni|
∑

j∈Ni

Dj(x)


 =

1

|Ni|
∑

j∈Ni

Np>Ajx,

and the variance is

Var


 1

|Ni|
∑

j∈Ni

Dj(x)


 =

1

|Ni|2 Var


 ∑

j∈Ni

N∑

`=1

Dj`(x)


 .

In Section 2.1, we assumed that the N random variables giving the dose per fraction

to any particular voxel are i.i.d. Following the same reasoning, we assume that the

sums of doses per fraction are also i.i.d. random variables, and we get

Var


 1

|Ni|
∑

j∈Ni

Dj(x)


 =

1

|Ni|2NVar


 ∑

j∈Ni

Dj1(x)




=
1

|Ni|2N

∥∥∥∥∥∥
R


 ∑

j∈Ni

Aj


x

∥∥∥∥∥∥

2

,

following the derivation in Section 2.1.

A maximum dose constraint for voxel i ∈ Hk with dose aggregation becomes

1

|Ni|
√

N

∥∥∥∥∥∥
R


 ∑

j∈Ni

Aj


x

∥∥∥∥∥∥
≤

uk − 1
|Ni|Np>

(∑
j∈Ni

Aj

)
x

z1−δ

or ∥∥∥∥∥∥
R


 1

|Ni|
∑

j∈Ni

Aj


x

∥∥∥∥∥∥
≤

uk −Np>
(

1
|Ni|

∑
j∈Ni

Aj

)
x

z1−δ

√
N

,

which is the same as (2.4) except the dose coefficient matrix Ai has been replaced

with 1
|Ni|

∑
j∈Ni

Aj.
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We restrict voxel aggregation to voxels i ∈ Hk which belong to the interior of

Hk, defined as Ik ⊂ Hk, where i ∈ Ik if and only if every j ∈ Ni is within the

original CT scan contours of structure Hk. For each voxel i not in the interior, we

continue to use dose coefficients Ai as in our original formulation. This prevents

dose aggregation from aggregating doses from different structures.

We select Ni to be the set containing i and the 8 corners of a cube centered at

voxel i, where the cube’s edge length is half the grid size of the original voxels. By

selecting such points, Ni1 and Ni2 are disjoint for any two distinct voxels i1 and i2.

Figure 4.2 shows the DEVHs for a 1.0 cm voxel input, with and without dose

aggregation for all voxels, when evaluated on 0.4 cm voxels. The solution using

dose aggregation delivers more dose to the CTV and less dose to the bladder, but

also delivers slightly more dose to all other healthy structures.

Note that dose aggregation does not change the number of SOC constraints.

The CPU solve time for the formulation with dose aggregation was slightly faster

(2873 seconds, versus 3727) and took fewer iterations (53 iterations, versus 65).

Out of the 3307 voxels, 2691 (about 81%) of them lie in the interior of their

structure and had their doses aggregated.

Since dose aggregation captures some measure of the dose delivered between

voxels, we explore the possibility of increasing the voxel grid size in the unspecified

region. The majority of voxels (about 82%) are in the unspecified region, so

reducing the number of these voxels reduces the number of SOC constraints and

speeds up the solution time considerably. In Figure 4.3, the voxel size for the

unspecified region is varied, while a 1.0 cm grid is used for all other structures.

The computational details are summarized in Table 4.1. There is a tradeoff for

faster solve time and less dose to the unspecified region, and we observe that the
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Figure 4.2: DEVH of robust solution solved on 1.0 cm voxels, original solu-
tion (dashed) and with dose aggregation (solid), all evaluated on
0.4 cm voxels.

solution with 1.4 cm voxels gives a comparable solution to 1.0 cm, but solves in

half the time. Therefore, we proceed with 1.4 cm voxels in the unspecified region

and 1.0 cm in all other regions, with dose aggregation for all voxels.

Moreover, on a 1.4 cm grid, we have 1018 voxels in the unspecified region,

which is about 5.6 times as many than the next largest structure (the right femur

head, with 181 voxels). Ferris et al [20] also studied the effects of coarser voxels

in the unspecified region, and they concluded that a factor of five times as many

voxels as the next largest structure is “more than adequate” for the unspecified

region, and our results support this finding.

With the computational savings from having less voxels in the unspecified re-
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Figure 4.3: DEVH of robust solutions with dose aggregation, solved on 1.0
cm voxels, except 1.0 cm (red), 1.2 cm (yellow), 1.4 cm (green),
and 1.6 cm (blue) voxels in the unspecified region, all evaluated
on 0.4 cm voxels.

gion, we can now accommodate more voxels in other regions. Most importantly,

to improve dose homogeneity, CTV voxels can be on a finer grid. Figure 4.4 shows

the DEVH for solutions on 1.0 cm voxels, except for the unspecified region on

1.4 cm voxels, for various sized CTV voxels, with dose aggregation for all voxels.

Computational results are summarized in Table 4.2. The solution with 0.8 cm

voxels in the CTV achieves better dose homogeneity than the 1.0 cm voxels, and

solves in about 35 minutes. This solution also delivers slightly more dose to the

femur heads, rectal solid, and the unspecified region, but this compromise seems

worthwhile. Therefore, we proceed with 0.8 cm voxels in the CTV.
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Table 4.1: Solve times for various sized voxels in the unspecified region (UN),
with all other voxels 1.0 cm, all voxels with dose aggregation.

UN Voxel Size V UN Voxels Iterations Solve Time

1.0 cm 3307 2725 53 48 min

1.2 2165 1583 55 33

1.4 1600 1018 52 23

1.6 1263 681 52 19

Table 4.2: Solve times for various sized voxels in the CTV, with all other
voxels of size 1.0 cm except 1.4 cm in the unspecified region, and
all voxels with dose aggregation.

CTV Voxel Size V T Iterations Solve Time

1.0 cm 1600 88 52 23 min

0.8 1703 191 63 35

0.6 1961 449 75 64

0.4 3057 1545 98 231

4.2 Boundary Sampling

We now explore the impact of voxels on a non-uniformly spaced grid. Our boundary

sampling method selects a higher density of voxels near the border of a structure,

with the hope that carefully constraining the doses delivered on the boundary will

influence the interior doses. Also, boundary sampling in the CTV will give us

extra voxels near the target boundary, a critical area where we expect the greatest

change in the dose distribution.
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Figure 4.4: DEVH of robust solutions with dose aggregation, solved on 1.0
cm voxels except 1.4 cm in the unspecified region, and 1.0 cm
(dash-dotted), 0.8 cm (solid), 0.6 cm (dashed), or 0.4 cm (dotted)
CTV voxels, all evaluated on 0.4 cm voxels.

Using our definition of interior voxels from the previous section, let the boundary

voxels of structureHk be defined as Bk = Hk\Ik, i.e., all voxels which are originally

in the structure but not in the interior. Then, for any boundary voxel i ∈ Bk, only

a subset of its neighbors Ni lie within the structure’s CT scan contours. Let N̄i

be the subset of Ni that lies within the structure’s contours, and take the new set

of voxels to be

H̄k := Ik

⋃

 ⋃

i∈Bk

N̄i


 .

Then for each voxel in H̄k, the same maximum or minimum dose constraints apply,

as in Section 2.5.
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However, a weighting adjustment is required in our approximate dose-volume

constraints to account for the non-uniformly spaced voxels. We have chosen Ni

to consist of i and the 8 voxels at the corners of a cube centered at voxel i, so

|Ni| = 9, and there are now 9 voxels in the space previously represented by one

voxel. For simplicity, we assume each of these “sub-voxels” represents an equal

amount of volume, s3/9 where s is the original voxel grid size. Consequently, the

approximate total volume of structure Hk is

s3|Ik|+ s3

9

∑

i∈Bk

|N̄i|. (4.1)

Recall our approximate dose-volume constraint (2.16), where we set the upper

bound gk equal to vk|Hk|(mk − dk), so that we have

∑

i∈Hk

(
Np>Aix− dk

)
+
≤ gk = vk|Hk|(mk − dk).

To measure the excess dose for each voxel i ∈ H̄k, we now weight
(
Np>Aix− dk

)
+

by the voxel’s volume and replace |Hk| with (4.1), so that our approximate dose-

volume constraint becomes

s3
∑

i∈Ik

(
Np>Aix− dk

)
+

+
s3

9

∑

i∈Bk

∑

j∈N̄i

(
Np>Ajx− dk

)
+

≤ vk


s3|Ik|+ s3

9

∑

i∈Bk

|N̄i|

 (mk − dk) ,

or

∑

i∈Ik

(
Np>Aix− dk

)
+

+
1

9

∑

i∈Bk

∑

j∈N̄i

(
Np>Ajx− dk

)
+

≤ vk


|Ik|+ 1

9

∑

i∈Bk

|N̄i|

 (mk − dk) .

The voxels in H̄k are on a non-uniform grid, giving a biased view of the dose

delivered to a structure. But any error from this bias, and from the approximate
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nature of our dose-volume constraints, should be negligible if we evaluate plans on

0.4 cm uniform voxels. Actually, regardless of the set of voxels used for the maxi-

mum dose constraints, we could apply (2.16) to voxels on a 0.4 cm (or some fine,

uniform) grid, which would add more linear constraints to our formulation. But in

all of our experiments, all dose-volume requirements are met, so the approximate

dose-volume constraints appear to be satisfactory.
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Figure 4.5: DEVH of robust solutions with dose aggregation, solved on voxels
of size 1.0 cm except 1.4 cm unspecified region, and 0.8 cm (solid)
and 1.0 cm (dotted) CTV voxels with boundary sampling, and
0.8 cm CTV, 1.0 cm bladder with boundary sampling (dashed),
all evaluated on 0.4 cm voxels.

Building on our setup from the previous section, we start with 0.8 cm voxels

in the CTV and add extra boundary voxels. From the original 191 voxels, 120

are in the interior, and we add 339 more voxels near the boundary, for a total of
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530 voxels. The solve time nearly doubles (63 minutes versus 35), and we do not

observe much improvement in CTV dose homogeneity compared to the previous

solution without boundary sampling. The DEVH of this solution is shown in

Figure 4.5 (solid curves), along with the solution from adding boundary voxels

in both the CTV and bladder (dashed curves). Very little difference is observed

between these two solutions. Also shown (dotted curves) is the solution for the

same problem represented by the solid curves, except that we use 1.0 cm CTV

voxels with boundary sampling. As expected, the dose homogeneity in the CTV is

not as good. Not shown is the solution from adding boundary voxels in the CTV,

bladder, and rectal solid, which delivers too much dose to the CTV, femur heads,

and unspecified region to be clinically acceptable. This finding of extra boundary

voxels not significantly improving the solution quality is consistent with the results

in [20].

In conclusion, in Figure 4.6, the DEVH of the solution without boundary sam-

pling is compared to the original robust solutions on 0.8 cm and 1.0 cm voxels from

Section 3.2. Among these three solutions, the solution on 0.8 cm voxels (dashed

curves) is of the highest quality, but requires the longest solve time, exceeding the

others by a factor of three. For the other two solutions, the one using a mixed

setup of voxels (solid curves) solves in half the time and delivers comparable dose

to the CTV, rectal solid, and bladder (the three regions with highest priority), but

delivers more dose to the unspecified region and femur heads.

We observe the typical tradeoff between solution quality and solve time. Over-

all, we recommend that if time allows, the original robust formulation should be

solved on fine voxels. If time is critical, then the robust formulation should be

solved on fine CTV voxels and coarser voxels in other structures, particularly the
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Figure 4.6: DEVH of robust solutions, all evaluated on 0.4 cm voxels. Solid
curves: 1.0 cm voxels except 1.4 cm unspecified and 0.8 cm
uniform CTV, all voxels with dose aggregation (solve time: 35
minutes). Dotted curves: original robust solution on 1.0 cm vox-
els (solve time: 62 minutes). Dashed curves: original robust
solution on 0.8 cm voxels (solve time: 199 minutes).

unspecified region, with dose aggregation. This method is faster and gives better

solutions than simply using coarser voxels in all structures.



Chapter 5

Conclusions
The current method of addressing uncertainty by adding a safety margin around

the target region results in treatment plans that irradiate a larger region than

necessary, and consequently overdose healthy tissue. This approach ensures that

the tumour receives proper dosage, but at the high cost of causing potential damage

to nearby organs.

Our computational results show that under uncertainty, IMRT treatment plans

derived from a robust formulation should be clinically preferable to those from a

deterministic formulation with the safety margin. The benefit of a robust plan

is the superior organ sparing, while maintaining an adequately high dose to the

tumour.

The drawback of using a robust formulation is the computational requirement.

Very fine voxels make it too large, and we run out of memory. With larger voxels,

we achieved reasonable solve times (a few hours). We observed that these treatment

plans performed well when we looked at the doses delivered to the voxels used in

the problem setup, but that some quality is lost when the plan is evaluated on fine

voxels.

We proposed methods to reduce computational requirements, yielding faster

solve times but with some tradeoff in solution quality. For a prostate case, we

observe that dose aggregation helps to achieve better dose homogeneity in the

CTV, but at the cost of more dose to healthy structures. Also, extra voxels near

the CTV boundary do not improve solution quality significantly. Dose aggregation

and varying inter-structure voxel sizes are only recommended when a fast solution
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is required, and otherwise, we recommend solving the original robust formulation

on the finest sized voxels possible.

Our results are based on experiments with one prostate case, so clearly, further

experiments are needed to test our methods. It would be interesting to try other

prostate cases, as well as other types of cancers. These cases may provide valuable

insight into the effects and performance of the robust model.

Further, more clinical data on organ and tumour motion during IMRT treat-

ment would help us to refine the scenario selection. The shifts are especially critical

for ensuring no part of the CTV is under-dosed.

In conclusion, we hope that the promising results from this work will encourage

further clinical study and that robust optimization will someday become incorpo-

rated into a commercial treatment planning system.

In order to achieve this goal, we believe graphical visualization of the solution,

with the potential consequences of motion, is key. We have presented two types

of plots, a Dose - Expected Volume Histogram and a Dose - Volume Histogram

cloud, both of which acknowledge some uncertainty in voxel location. A sensible,

and relatively easily accomplished, feature to add to current treatment planning

systems would be an option to evaluate plans under simple shifts of the patient.

A more ambitious feature would be an interactive movie, showing doses delivered

under potential motion, with an interface that allows the user to select distributions

of organ motion.



Appendix A

Computational Implementation
All computations were performed in the MATLAB environment [44]. In this ap-

pendix, we first summarize the steps for importing patient and dose data. Then,

we describe the MATLAB functions written to create problem inputs, followed by

functions for graphing data and solutions.

Our patient case and dose data were exported from the commercial treatment

planning system ADAC Pinnacle3 [1] into RTOG format, and then converted into a

MATLAB data file using CERR (A Computational Environment for Radiotherapy

Research). CERR was developed by the Advanced Radiotherapy Treatment Plan-

ning Group of Washington University and provides “a software platform for devel-

oping and sharing research results in radiation therapy treatment planning” [15].

CERR is a free download for academic use and runs in MATLAB. CT scans and

dose distributions can also be displayed by CERR, as shown in Figure 3.1.

CERR saves the imported data as a cell array called planC. The size of planC

is approximately 20 MB for the patient data, and 70 MB for the dose data. The

MATLAB commands

>> load planC % the patient data

>> structures = planC{planC{end}.structures};
>> clear planC; save structures

will save the relevant portions of the patient data in the 3.5 MB struct array

structures. No structure contours were included for the CTV, so we created our

own by subtracting a 1 cm margin from the PTV, and appended it to structures.
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After using CERR to import the data, we programmed all of the following

MATLAB functions, except for sedumi. All of our functions are on the attached

CD.

To get voxels from structures, the function getVoxelParameters requires

the indices s of the desired structures, the voxel size voxelSize, and the index t

of the target structure. For example,

>> load structures

>> voxelParamS = getVoxelParameters(structures, s, voxelSize, t);

>> voxelParamS = removeSomeUN(voxelParamS);

>> clear structures; save voxelParamS

will create a struct array voxelParamS which contains all parameters relating to

voxels and structures, e.g. voxel locations, scenario distribution, and dose prescrip-

tions. The function removeSomeUN removes the voxels in the Unspecified region

that overlap with other healthy structures.

The structures of interest (and their indices) for our prostate case are the rectal

solid (3), bladder (5), unspecified region (10), left femur head (11), right femur head

(12), CTV (13), and PTV (7).

For the dose data, first run the above commands for voxels with s = [3 5

10 11 12 13], voxelSize = 0.2, and t = 13. This will make the dose matrix

correspond to points on the finest grid possible, 0.2 cm, and cover the appropriate

ranges. Then, the commands

>> load planC % the dose data

>> dose = planC{planC{end}.dose};
>> clear planC; save dose
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>> doseParamS = getDoseParameters(dose, voxelParamS);

>> doseParamS = setBeamlets(doseParamS);

>> save doseParamS

will create a 1 x 5 struct array doseParamS, containing a dose coefficient matrix for

each specified beam angle. In the function getDoseParameters, the original dose

data (8 MB) is used to calculate dose coefficients for the range and size of voxels

in voxelParamS. The function setBeamlets turns a set of B = 940 beamlets “on”

(by default, all are off), and this set can be modified. Only beamlets which are on

will be used in the optimization.

The function getRobust creates the SeDuMi input variables from voxelParamS

and doseParamS. Optimization parameters such as probability δ, penalty slope ε,

approximate dose-volume constraint bounds gk, and penalty weights in the objec-

tive function are set in this function.

As an example, the following commands will create a robust problem instance

on 1.0 cm voxels, with the formulation as in Section 2.5:

>> voxelSize = 1; % voxel size, in cm

>> t = 13; % index of CTV in structures

>> s = [3 5 10 11 12 13]; % indices of ROIs in structures

>> load structures

>> voxelParamS = getVoxelParameters(structures, s, voxelSize, t);

>> voxelParamS = removeSomeUN(voxelParamS);

>> clear structures; load doseParamS

>> [At, b, c, K] = getRobust(voxelParamS, doseParamS);

The variables At, b, c, K are the input variables for the solver SeDuMi. Se-
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DuMi is a free download [55] and more details can be found in [59]. Use the

command

>> [x, y, info] = sedumi(At,b,c,K);

to solve the problem with SeDuMi. The optimal solution y contains the optimal

beamlet intensities as its first B entries, where B is the number of beamlets used.

Often, some entries are slightly negative, so we set these values equal to zero. To

calculate the doses delivered by the optimal solution, the commands

>> int = y(1:doseParamS(1).totalBeamlets);

>> int = (int>0).*int;

>> bigA = getA(voxelParamS, doseParamS);

>> doseParamS = assignInt(doseParamS, int);

>> voxelParamS = getDoseDelivered(voxelParamS, doseParamS, bigA);

saves the doses delivered in voxelParamS. The function getA outputs a dose coeffi-

cient matrix bigA for each voxel in each scenario from each beamlet. The solution

of beamlet intensities int is stored in doseParamS by the function assignInt.

Then, the function getDoseDelivered calculates the doses delivered and stores

them in voxelParamS.

Commonly, we wish to calculate doses delivered to 0.4 cm uniformly spaced

voxels instead of the voxels used in the problem input. To save time, compute and

save voxelParamS and bigA corresponding to 0.4 cm voxels and 7 scenarios as in

Table 3.2. Then, for a solution of beamlet intensities int, call the function

>> voxelParamS = getDoseDeliveredOn4mm(int);

to get doses delivered to 0.4 cm voxels.
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To perform dose aggregation in all structures, as described in Section 4.1, use

the commands

>> voxelParamS = checkInterior(structures, voxelParamS);

>> S = length(voxelParamS.roiS);

>> for k = 1:S

>> voxelParamS.roiS(k).aggregateInterior = 1;

>> end

after removeSomeUN and before getRobust. The function checkInterior will find

the subset of voxels that lie in the interior of each structure. To aggregate doses in

some but not all structures, simply set voxelParamS.roiS(k).aggregateInterior

to 1 for dose aggregation in structure k and to 0 (default) for no dose aggregation,

after running checkInterior.

To get extra boundary voxels, as described in Section 4.2, use

>> voxelParamS = checkIntExt(structures, voxelParamS);

after removeSomeUN and before getRobust. The function checkIntExt will append

boundary voxels to the voxels in voxelParamS, so it should only be run for the

structures in which boundary voxels are desired. For example, to get boundary

voxels in the CTV only (the CTV corresponds to voxelParamS.roiS(6)), the

commands

>> CTV = voxelParamS;

>> CTV.roiS([1:5]) = [ ];

>> CTV = checkIntExt(structures, CTV);

>> voxelParamS.roiS(6) = CTV.roiS(1);
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will append the boundary CTV voxels in voxelParamS.

To set up a problem instance in the deterministic formulation, use the com-

mands

>> voxelSize = 1; % voxel size, in cm

>> t = 7; % index of PTV in structures

>> s = [3 5 10 11 12 7]; % indices of ROIs in structures

>> load structures

>> voxelParamS = getVoxelParameters(structures, s, voxelSize, t);

>> voxelParamS = removeSomeUN(voxelParamS);

>> load doseParamS

>> [At, b, c, K] = getDet(voxelParamS, doseParamS);

and then proceed by calling SeDuMi as for the robust case.

After running getDoseDelivered to get doses delivered by a solution of beam-

let intensities int, we have written several functions that plot figures for plan

evaluation.

The function DEVH(voxelParamS) plots a DEVH according to the doses and

scenarios in voxelParamS. The DEVH of more than one solution can be plotted

in the same figure, and the line style or colors should be changed in DEVH between

each call.

To plot DVH clouds, e.g. Figure 3.5, the commands

>> N = 45; % number of treatment fractions

>> bigNumber = 100; % number of simulated treatments

>> R = rand(N, bigNumber);
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>> plotDVHcloud(voxelParamS, R)

will overlay a DVH for bigNumber simulated treatments of N fractions each. For

consistency, the same R should be used for the robust and deterministic DVH

clouds.

For visualization of the structure contours,

• plot2dContour plots 2-dimensional structure contours for a patient slice,

• plot2dContourByScenario applies a shift to the contours, and

• plotStructure plots 3-dimensional structure contours, as in Figure 3.2.

For pictures of the dose data,

• plotBeamlet plots the dose delivered along a beamlet’s path for one patient

slice,

• plot3Beamlet plots the 3-dimensional picture, and

• plot3ContoursAndBeamlets adds structure contours.

For analyzing solutions, the function plotDoseSurface plots the 3-d surface

plot of dose delivered to one patient slice, as in Figure 3.7. To get the 2-d pic-

ture as in Figure 3.6, use plotDoseSurface but set the options view([180 270])

and shading interp. To view a solution of beamlet intensities int, the function

plotIntensityMap plots each beamlet’s intensity, indicated by color.
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