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Sequence-Defined Materials are Powerful

Keeping ice crystals 
small so your ice 
cream isn’t crunchy

Tracking tumors in 
cancer research

Detecting pathogens in 
food

Disease therapies: antibodies, drug delivery, …. Muscle growth



AI tools for overcoming 3 challenges

Main Workflow:

1. Gather lead sequences 
from nature

2. Refine lead sequences 
& formulations via  
in vitro experiments

3. Transfer results to 
other labs

Challenges:

1. Biased data 

2. It’s unclear what 
sequences and 
formulations to try next

3. Lack of experimental 
reproducibility

AI Tools:

1. Biology-aware positive 
unlabeled learning

2. AI guidance via Bayesian 
optimization 

3. AI and computer vision 
w/ cameras & sensors for 
documenting lab work
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We observe functional protein & nucleic acid sequences from nature

Antifreeze proteins from 
snow fleas

Spike proteins from 
SARS-CoV-2

Plastic-degrading enzymes in 
bacteria

Nonfunctional sequences are eliminated by natural selection



ML Classifiers Perform Poorly When Only Given Positive Examples

Prime Number Classifier 1

Prime Number Classifier 2

Training Data 1

3 = Prime
5 = Prime
7 = Prime

13 = Prime
17 = Prime
19 =Prime

Training Data 2

3 = Prime
5 = Prime
7 = Prime

13 = Prime
15 = Not Prime
21 = Not Prime
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ML Classifiers Perform Poorly When Only Given Positive Examples

Prime Number Classifier 1

Prime Number Classifier 2

Prediction

9 = Not Prime
11 = Prime
23 =Prime

25 = Not Prime

We need both primes and non-primes in the training data

✅
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✅
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We build an ML classifier that operates without negative (nonfunctional) protein examples

We have many functional viral protein sequences, few nonfunctional protein sequences

• Free
• Many

• Expensive
• Few

Functional examples 
(from surveillance)

Nonfunctional examples 
(lab generated)



We predict protein function by modeling how likely they are to be observed

X

Observed X

X’

Unobserved X’

P(X Observed |θ) = P(X Functional ∣ θ) × P(X Emerged)

For unobserved X’: 
• If it’s easy to create X’ via mutation from common variants,  

then P(X’ Emerged) is large,  
suggesting P(X Observed |  is small 

• If it’s not, then P(X Observed |  might be large or small
P(X′￼ Functional ∣ θ)

P(X′￼ Functional ∣ θ)



Bullet holes in Airplanes during WWII (Survivorship Bias)

Abraham Wald

Observed bullet holes  
(in functional planes that  
were able to return home) 



Inferring Which Bullets Holes Cause Airplanes to Crash (Survivorship Bias)
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Inferring Which Bullets Holes Cause Airplanes to Crash (Survivorship Bias)

Observed bullet holes 
(in functional planes)

Bullet holes that probably emerged… 
But were not observed =>  
They probably cause the plane to be nonfunctional

Bullet holes = Genetic sequences 
Distribution of observed & unobserved bullet holes = Distribution over sequences induced by mutation 

Sequences that were likely to emerge through mutation  
but are not observed  
are probably not functional



We train our model by maximum likelihood estimation

Maximize this joint likelihood

Observed

X1 X2 X3

×

Generated 
(Unobserved)

X’1 X’2

P(X Observed |θ) = P(X Functional ∣ θ) × P(X Emerged) × P(Surveilled)
= F(X ∣ θ) × E(X) × S

∏
X Observed

F(X ∣ θ) × E(X) × S ∏
X′￼Unobserved

1 − F(X′￼ ∣ θ) × E(X′￼) × S



Our model for the likelihood of emergence

Nucleotide mutation likelihood heatmap
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Given an unobserved sequence X’,  
we calculate the probability of mutation  
from each observed sequence 

Sequences X’ that can be produced from 
commonly observed sequences via high-
probability mutations have a high  
P(X’ Emerged)



We evaluate our model by predicting unseen influenza viral protein function

Hemagglutinin Human influenza receptor

We use surveillance data for training, and literature data as testing

Binding

Influenza

Human cell membrane

Binding Peptide:

Training data: 
• 1458 observed fusion peptides (surveillance)
• 7366 unobserved fusion peptides (self generated)

Test data: 
• 46 generated binding peptides with known function 

(literature)



Our model achieves the best accuracy in predicting lab experimental results

Our method outperforms other methods in predicting influenza binding peptide function

Area Under Curve (AUC)

Random 
Guessing

Perfect 
Model

0.5

Our  Model

Protein Language 
Models:
ESM-1V
EVE

Classic Models:
iForest (OCC)
OC-SVM (OCC)
K-NN X ESM2 (OCC)
2Step (Positive-Unlabeled)
Protein-PU (Positive-Unlabeled)



We test our model using ‘future’ observed SARS-CoV-2 fusion peptide variants

We use early-stage surveillance data as training,  
‘future’ observed fusion peptide variants as testing



Observed 
before 

10/2021

Observed 
after 

10/2021

Training 
Data

Test Data

Fusion

SARS-CoV-2

Human cell 
membrane

Spike protein fusion peptide



Our model predicts later emerged SARS-CoV-2 variants’ function

Our  
Model

We outperform other methods in predicting SARS-CoV-2 fusion peptide function

Protein Language 
Models:
ESM-1V
EVE

Classic Models:
iForest (OCC)
OC-SVM (OCC)
K-NN X ESM2 (OCC)
2Step (Positive-Unlabeled)
Protein-PU (Positive-Unlabeled)



Summary: Better Protein Function 
Prediction by Modeling Survivorship Bias 
• Datasets from nature are biased

• When a sequence is unobserved, it’s only a sign of non-functionality if the 
sequence was likely to emerge

• We create a likelihood that accounts for this phenomenon and use it to 
predict results on held-out data

• This can be used to understand sequence-function relationships for:

• Design of sequence-based therapeutics and functional materials

• Vaccines



AI tools for overcoming 3 challenges

Main Workflow:

1. Gather lead sequences 
from nature

2. Refine lead sequences 
& formulations via  
in vitro experiments

3. Transfer results to 
other labs

Challenges:

1. Biased data 

2. It’s unclear what 
sequences and 
formulations to try next

3. Lack of experimental 
reproducibility

AI Tools:

1. Biology-aware positive 
unlabeled learning

2. AI guidance via Bayesian 
optimization 

3. AI and computer vision 
w/ cameras & sensors for 
documenting lab work



Bayesian Optimization for  
expensive slow noisy objective functions

Evaluate sequences or 
formulations in experiments 
(slow & expensive)

Choose sequences or 
formulations to evaluate

Update Bayesian posterior 
based on data

Update acquisition function 
based on posterior

Bayesian 
Optimization



BayesOpt found peptides 
that bind selectively to gold
• Goal: find peptides that bind to gold (Au) but 

not silver (Ag), and vice versa 
• Statistical Model: Gaussian process 

regression with custom 18-dimensional 
peptide features that include chemical 
knowledge 

• Enthalpy of binding of each amino acid to 
each metal 

• “Size” and “shape” of amino acid triads, 
based on amino acid mass, charge, and 
hydrophibicity 

• Acquisition Function: expected 
improvement, maximized with a genetic 
algorithm

Tuning materials-binding peptide sequences toward gold-
and silver-binding selectivity with bayesian optimization  
ACS Nano 2021,  
with ZE Hughes, MA Nguyen, J Wang, Y Liu, MT Swihart, 
M Poloczek, MR Knecht, TR Walsh



Thanks to Raul Astudillo 
(Caltech) for these 
images

Animation of a BO Algorithm
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Multi‐information source Bayesian optimization 
of culture media for cellular agriculture 
Biotechnology and Bioengineering 2022,  
Z Cosenza, R Astudillo, F, K Baar, DE Block



Nutrients (Amino acids, Glucose, etc.)

Growth

Lab-Grown Meat

Muscle Cells, 
Low Density

Muscle Cells, 
High Density



Cellular Agriculture as Optimization Problem
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Reactor Variables

• Impeller Speed
• Space Velocity
• Surface Area
• Scaffold 

Material
Etc…

• Amino Acids
• Hormones
• Growth Factors
• Protease Inhibitors
• Protein Hydrolysates
• Shear Force Protectors
• Proteins
• Vitamins
• Trace Metals
• Lipids
• Antibiotics
• Attachment Factors
• Glutamine Sources
• Glucose Sources
• Nitrogen Sources
• Oxygen Sources
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Media Variables

Test Cell Culture System
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C2C12 Cells

• Adherent mammalian

• Immortalized murine cell line

• Muscle cells/similar 
physiology

• Proof of concept

***Figure from ATCC

Vitamins/Co-Factors etc
Choline chloride
D-Ca-Pantothenate
Folic acid
Nicotinamide
Pyridoxal hydrochloride
Riboflavin
Thiamine hydrochloride
i-Inositol
FBS
Carbon Source
D-Glucose
Salts
Calcium chloride dihydrate
Ferric nitrate nonahydrate
Magnesium sulphate anhydrous
Potassium chloride
Sodium chloride

Amino Acids
Glycine
L-Arginine hydrochloride
L-Cystine dihydrochloride
L-Glutamine
L-Histidine hydrochloride 
monohydrate
L-Isoleucine
L-Leucine
L-Lysine hydrochloride
L-Methionine
L-Phenylalanine
L-Serine
L-Threonine
L-Tryptophan
L-Tyrosine disodium salt
L-Valine

𝑿

𝒀 =
𝐺𝑟𝑜𝑤𝑡ℎ
𝐶𝑜𝑠𝑡

Lab-Grown Meat as an Optimization 
Problem



The Problem: Experiments are slow

• Doubling time for cell line used (C2C12) is 18h 

• A typical subculture takes 72h 

• Number of subcultures needed: ~3 

• So trying out one design (composition of 
ingredients) takes ~9 days



Incorporate Multiple Assays into Designs

17

%𝐴𝐵

𝐹320

𝑁1 𝑁2

LIVE/DEAD Stain: https://www.youtube.com/watch?v=B55rUpH2F68
AlamarBlue: Biotum
Cell Count: The Countess® II FL Automated Cell Counter and light cubes.

Inaccurate but fast

Accurate but slow

Idea: Leverage Multiple Assays



f0(x): Objective function

fs(x): Other information sources (IS), indexed by s, each with its own 
spatially varying:

• bias fs(x) - f0(x)


• noise σs(x)


• cost cs(x)

Goal: solve maxx f0(x)

Approach: Joint Gaussian process on {fs(x) : s,x} 
               with a batch Knowledge Gradient acquisition function

How we leverage multiple assays: 
Multi-Information Source 
Optimization (MISO) 
Poloczek, Wang & Frazier, NeurIPS 2017



Here’s multi-information source optimization in a toy example



































 Results

Zach’s entire 

Fall 2021

 Discovery
 1.  Found nutrient mix w/ 2.8x higher growth than commercial, at same cost
 2.  Transferrin, Glutamine, Progesterone, and Estradiol = good
 3.  Ascorbic Acid, Hydrocortisone, and Dexamethasone = bad



Summary: Bayesian optimization for 
sequence & formulation design 

• Handles noisy, slow objective function evaluations

• Can be used to optimize sequences or formulations

• Can be accelerated by prior information (e.g., from data extracted from 
the literature by LLMs, data from nature via method in first part of talk, or 
LNP performance in other cell types or environmental conditions)

• Power of multiple information sources —- e.g., DLS measurements,  
in vitro cell studies, animal studies,…



AI tools for overcoming 3 challenges
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