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We have developed a new optimal learning 
method, Peptide Optimization with Optimal 
Learning (POOL), that efficiently searches for 
sequences with properties of interest. 

We have discovered 
minimal orthogonal peptide 
substrates for Sfp, AcpS, 
and AcpH. 
 
These substrates will be 
used in catalysis and 
biomaterial applications, 
and as reversible peptide 
labels. 
 

Discovering peptide 
sequences with 
desirable properties 
requires testing a 
massive number of 
sequences. 
 
This often prevents 
finding sequences of 
interest. 
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 We can use optimal 
learning to prioritize 
sequences to test. 
 
This finds sequences of 
interest more quickly, 
and increases the 
chance of success. 
 

Our goals are: 
•  to create a general and 

easy-to-use method for 
searching for 
sequences with 
properties of interest. 
 

•  to deploy the minimal 
peptide substrates 
discovered in 
biomaterial and 
catalysis applications. 

 

MAIN ACHIEVEMENTS 



Program goals 
Goal 1) Communicate the principles of optimal learning to the 

materials science community. 
Goal 2) Work with teams of scientists to help them apply 

optimal learning to accomplish their project goals. 
Goal 3) Develop new mathematical tools that meet challenges 

that arise in nano-bio research. 
–  Goal 3a) Develop new tools for belief extraction to capture the domain 

knowledge of scientists for an experiment. 
–  Goal 3b) Expand knowledge-gradient to a wider range of belief models, 

motivated by settings that arise working with scientists in the nano-bio field. 
–  Goal 3c) Develop other new tools as the needs of specific scientists arise. 

Goal 4) Implement an easy-to-use web-based tool that can be 
used by scientists for sequential design of experiments. 
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Goal Progress Assessment 
Goal 1) We have communicated the principles of optimal learning 
through talks, publications, a survey book chapter in progress, and 
through our collaborations with scientists. 
Goal 2) Frazier has worked with 6 teams: the Prasad team based 
at Buffalo, the Mirkin group at Northwestern, the Gianneschi/
Burkart team Gilson at UCSD, the Maruyama and Naik teams at 
AFRL, and the Clancy group at Cornell. 
Goal 3) Frazier has developed Peptide Optimization with Optimal 
Learning, for finding sequences with desirable properties.  Frazier 
has also developed new statistical models for inference in 
biochemistry, and optimal learning methods for optimization of 
expensive functions. 
Goal 4) Frazier has deployed the Metrics Optimization Engine as a 
web-based tool, which can be used by scientists with continuous 
optimization problems.  Powell has also developed a web-based 
tool for belief extraction and sequential experimental design. 



Transitions 
•  Nathan Gianneschi & Mike Burkart (UCSD) 
•  Tiff Walsh (Deakin) & Marc Knecht (Miami) 
•  Chad Mirkin, Stacey Barnaby, Jessica Rouge 

(Northwestern) 
•  Rajesh Naik (AFRL) 
•  Benji Maruyama (AFRL) 
•  Paulette Clancy (Cornell) 
•  Web companies (using our software for 

experimental design): Yelp, Netflix, Tripadvisor, 
Wayfair, SigOpt. 



Interactions with other groups  
•  Frazier is working with the following teams: 

–  Nathan Gianneschi & Mike Burkart at UCSD to develop 
methods for finding minimal peptide substrates. 

–  Rajesh Naik at AFRL to develop statistical methods for 
correcting bias in the output of phage display. 

–  Chad Mirkin at Northwestern to develop optimal learning 
methods for finding stable nucleic acid-modified constructs. 

–  Paras Prasad and his team based at Buffalo, on peptide/
nanoparticle assemblies. 

–  Paulette Clancy at Cornell on organic photovoltaics. 
•  Powell is also working with other groups, including Mike 

McAlpine at Princeton, and Benji Maruyama at AFRL. 



Publications 
•  Appeared in 2014: 

–  P.I. Frazier, A Fully Sequential Elimination Procedure for Indifference-Zone 
Ranking and Selection with Tight Bounds on Probability of Correct 
Selection,” Operations Research, vol. 62, no. 4, pp 926--942, 2014. 
[Finalist, INFORMS Junior Faculty Interest Group (JFIG) Paper Competition, 
2013] 

–  P.I. Frazier, D. Kempe, J. Kleinberg, R. Kleinberg, "Incentivizing Exploration" 
15th ACM Conference on Economics and Computation, 2014. 
[Best Paper Award, 15th ACM Conference on Economics and Computation, 
2014.] 

–  W. Hu, P.I. Frazier, J. Xie, "Parallel Bayesian Policies for Finite-Horizon 
Multiple Comparisons with a Known Standard", Winter Simulation 
Conference, 2014. 

–  S. Pallone, P.I. Frazier, S.G. Henderson, "Multisection: Parallelized 
Bisection", Winter Simulation Conference, 2014. 

–  X. Zhao, P.I. Frazier, "A Markov Decision Process Analysis of the Cold Start 
Problem in Bayesian Information Filtering," NIPS 2014 Workshop on 
Personalization: Methods and Applications. 



Publications 
•  To appear: 

–  I.O. Ryzhov, P.I. Frazier, and W.B. Powell,"A New Optimal 
Stepsize Rule for Approximate Dynamic Programming," to 
appear, IEEE Transactions on Automatic Control. 

–  S.J. Gershman, P.I. Frazier, D.M. Blei, "Distance 
Dependent Infinite Latent Feature Models." IEEE 
Transactions on Pattern Analysis and Machine 
Intelligence, to appear. 

–  D. Singhvi, S. Singhvi, P.I. Frazier, S.G. Henderson, E. 
O'Mahony, D.B. Shmoys and D.B. Woodard, "Predicting 
Bike Usage for New York City's Bike Sharing System," 
AAAI-15 Workshop on Computational Sustainability, to 
appear in 2015. 



Publications 
•  In review / in preparation: 

–  J. Xie, P.I. Frazier, and S.E. Chick, "Bayesian Optimization via 
Simulation with Pairwise Sampling and Correlated Prior 
Beliefs," in revision for resubmission. 

–  W. Han, P.I. Frazier, and B.M. Jedynak, "Twenty Questions for 
Localizing Multiple Objects by Counting: Bayes Optimal 
Policies for Entropy Loss", in review 

–  X. Zhao and P.I. Frazier, "Exploration vs. Exploitation in the 
Information Filtering Problem", in revision for resubmission. 

–  J. Wang, M. D. Burkart, P. I. Frazier, N. Gianneschi, M. K. 
Gilson, N. Kosa, L. Tallorin, and P. Yang, “Finding Short 
Peptide Substrates using Bayesian Active Learning’’ 
[Finalist, INFORMS Data Mining Best Student Paper, 2014.] 



Transformational/Evolutionary 

•  Our work has the potential to transform the 
way in which science is done. 

•  Mathematical tools developed in this project 
promise to reduce the experimental burden 
of the physical sciences. 

•  This will allow more scientific projects to 
succeed, and allow scientists to embark on 
higher-reward projects that were previously 
too risky. 



We use optimal learning to find 
sequences with desired properties. 

•  Today I’ll talk about work with these teams: 
– Nathan Gianneschi & Mike Burkart (UCSD), on 

creating biochemical labeling systems. 
– Rajesh Naik’s group (AFRL), on  

finding peptide binders. 
– Chad Mirkin’s group (Northwestern), on  

finding stable nucleic acid-modified constructs. 



Optimal 
Learning 

Scientist 
Experimental 

results 

Decision on experiment to run 

We use optimal learning to help  
choose which experiments to run. 

Suggested 
experiments 

to run Experiments 



•  Optimal Learning: 

– Reduces the # of experiments needed to 
guarantee a certain chance of success. 

– Estimates how many experiments will 
be needed. 
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We use optimal learning to find 
sequences with desired properties. 

•  Today I’ll talk about work with these teams: 
– Nathan Gianneschi & Mike Burkart (UCSD), on 

creating biochemical labeling systems. 
– Rajesh Naik’s group (AFRL), on  

finding peptide binders. 
– Chad Mirkin’s group (Northwestern), on  

finding stable nucleic constructs. 



I’ll focus on using optimal learning to   
find minimal peptide substrates 

•  This is joint work with: 

Mike 
Burkart 
(UCSD) 

Nathan 
Gianneschi 

(UCSD) 

Nick 
Kosa 

(UCSD,  
Bioo Scientific) 

Lori 
Tallorin 
(UCSD) 

Jialei 
Wang 

(Cornell) 

Pu 
Yang 

(Cornell) 

Biochemistry Optimal Learning 



Our 1st goal was to 
 find short peptide substrates  

for two protein-modifying enzymes. 

* Vickery, C.R.; Kosa, N.M.; Casavant, E.P.;Duan, S.; Noel, J.P.; Burkart, MD. ACS Chem. Biol., 2014, 9, 1939-1944. 

* Kosa, N. M.; Haushalter, R. W.; Smith, A. R.; Burkart, M. D. Nat. Methods, 2012, 9, 981–984. 

AcpH 

PPTase: 4′-Phosphopantetheinyl transferases 
AcpH: Acyl carrier protein hydrolyase 
CP: carrier protein 



Accomplishing this goal allows us to 
label proteins, reversibly. 

•  Finding a peptide that is a substrate for both 
reactions allows us to label and unlabel larger 
proteins in which we embed the peptide. 

•  A “hit” is a peptide that is a substrate for both. 
•  Hits must be short, to avoid destroying the 

larger protein’s function. 



Our new goal is to create two  
orthogonal labeling systems 

•  We now have two PPTase enzymes:  
Sfp, and AcpS. 

•  We still have a single AcpH enzyme. 
•  We want to find two short peptides, A and B. 
•  Peptide A is a substrate for Sfp and AcpH, 

but not for AcpS. 
•  Peptide B is a substrate for AcpS and AcpH, 

but not for Sfp. 



Our new goal is to create two  
orthogonal labeling systems 

•  We can embed peptide A in some proteins,  
and peptide B in others. 

•  When we wash with Sfp,  
we activate peptide A only. 

•  When we wash with AcpS,  
we activate peptide B only. 

•  When we wash with AcpH, we deactivate both. 



Our new goal is to create two  
orthogonal labeling systems 



We developed POOL v2.0  
to accomplish this 2nd goal 

•  To explain why we needed to generalize POOL,  
and how POOL v2.0 works,  
I’ll first explain how POOL v1.0 works. 



Optimal 
Learning 

Scientist 
Experimental 

results 

Decision on experiment to run 

Here’s how POOL v1.0 works. 

Suggested 
experiments 

to run Experiments 



Here’s how POOL v1.0 works 

A “hit” is a peptide that 
is a substrate for both 
PPTase and AcpH. I want to find 

short hits. 

Experimental 
results 

Suggested 
experiments 

to run 



POOL can be applied more broadly 

•  POOL can search over other sequences:  
  peptides, RNA, DNA, polymers, … 

•  POOL can search for other properties:      
  peptides that bind to gold; 
  stable RNA-nanoparticle constructs; … 

•  POOL can search for other combinations of properties:  
  peptides that bind to gold, but not to silver; 
  RNA-nanoparticle constructs that are stable in one 
  environment but not another… 



POOL can be applied more broadly, 
if our experimental setup allows it 

•  To work, POOL needs an experimental setup that: 
– Allows control over sequences tested. 
– Allows testing 100s of sequences. 

•  To work well, POOL needs to be seeded with 
example sequences for each property of interest. 



POOL & phage display are 
complementary 

•  POOL and phage display both search for sequences.  
•  POOL has these advantages: 

–  It is easier to search for combinations of properties:  
  “has property A, but not property B”;  
  “has property A, and is short” 

–  POOL is less prone to bias and loss of diversity. 
•  Phage display has this advantage: 

–  Phage display allows searches over more sequences. 
•  They have different experimental requirements. 
•  We should not see it as an exclusive choice: 

POOL & phage display are complementary. 



Other ongoing projects 

•  Today I’ll talk about work with these teams: 
– Nathan Gianneschi & Mike Burkart (UCSD), on 

creating biochemical labeling systems. 
– Rajesh Naik’s group (AFRL), on  

finding peptide binders. 
– Chad Mirkin’s group (Northwestern), on  

finding stable nucleic acid-modified constructs. 



We are developing statistical methods 
for correcting bias in phage display 

•  Phage display is influenced by bias in the phage library, 
amplification, and PCR/sequencing. 

•  In a collaboration with Rajesh Naik (AFRL), we are 
developing a method for correcting this bias. 

•  The method outputs a corrected measure of binding, which: 
–  Can be used to rank sequences from phage display. 
–  Provides a corrected heatmap of the influence of each amino 

acid / position on binding. 
–  Can be used as an input to the peptide optimization with 

optimal learning (POOL) method. 

Phage Library Panning Amplification PCR & 
Sequencing 



Other ongoing projects 

•  Today I’ll talk about work with these teams: 
– Nathan Gianneschi & Mike Burkart (UCSD), on 

creating biochemical labeling systems. 
– Rajesh Naik’s group (AFRL), on  

finding peptide binders. 
– Chad Mirkin’s group (Northwestern), on  

finding stable nucleic acid-modified constructs. 



We are using optimal learning to find 
stable nucleic acid-modified constructs 
•  In collaboration with Stacey Barnaby, Jessica 

Rouge, and Chad Mirkin (Northwestern). 
•  We are interested in the stability of nucleic acid-

modified constructs. 
•  RNA conjugated to nanoparticles has potential 

applications in sensing & catalysis, but its 
stability is poorly understood. 

•  We are developing statistical models for 
predicting stability, and optimal learning 
techniques for finding stable sequences. 



Conclusion 

•  POOL is an optimal learning method for finding 
sequences with a desired combination of 
experimentally determined properties. 

•  We have demonstrated POOL for finding 
orthogonal systems of peptide substrates. 

•  POOL has great potential to be applied more 
broadly. 



Thank you! 


