
Noname manuscript No.
(will be inserted by the editor)

Admission Control in a Two Class Loss System with
Periodically Varying Parameters and Abandonments

Gabriel Zayas-Cabán · Mark E. Lewis

Received: date / Accepted: date

Abstract Motivated by service systems, such as telephone call centers and emer-
gency departments, we consider admission control for a two-class multi-server loss
system with periodically varying parameters and customers who may abandon
from service. Assuming mild conditions for the parameters, a dynamic program-
ming formulation is developed. We show that under the infinite horizon discounted
problem,there exists an optimal threshold policy and provide conditions for a cus-
tomer class to be preferred for each fixed time, extending stationary results to the
non-stationary setting. We approximate the non-stationary problem by discreti-
zing the time horizon into equally spaced intervals and examine how policies for
this approximation change as a function of time and parameters numerically. We
compare the performance of these approximations with several admission policies
used in practice in a discrete-event simulation study. We show that simpler ad-
mission policies that ignore non-stationarity or abandonments lead to significant
losses in rewards.
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1 Introduction

In this paper, we consider the classic queueing model that consists of an m-server
system with n customer classes distinguished by their rewards. This model was
first proposed by Bruce Miller in 1969 [26] based on his work for an oil company
and has since been extended to control admissions in service systems that include
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telephony (Koole and Mandelbaum [21]) and reservation systems (Savin et al.
[34]). Despite their widespread use, the model and its extensions fail to capture
many important systems due to simplifying assumptions: the customer arrival and
service processes are time independent, customers do not abandon, and customers
are served at a rate independent of class. Weakening these restrictions, we analyze
the classic queueing model to find new control strategies that generalize to a
broader class of problems.

The primary motivation for a more general model is the first author’s work
with medical short stay units (SSUs) at a tertiary teaching hospital. SSUs are
units in the hospital that allow for extended patient observation as an alternative
decision between discharging patients home and admitting to an inpatient unit
after treatment in the emergency department (ED). Because patients designated
to the SSU enter the hospital system through the ED, there is no waiting room,
there are patient classes with different service requirements, and the arrival is
time-dependent. There are a fixed number of beds and the number of care pro-
viders available changes throughout the day. Moreover, the severity of the health
condition for many of the patients initially designated to the SSU is not known
when the disposition decision (i.e. admit or discharge) is made. As more informa-
tion is gathered during service it may be discerned that patients do not require
further care. On the other hand, patient health deterioration while occupying a
resource (a bed for example) may mean that they need to be sent to different
part of the hospital. In the current study, either scenario is modeled as a patient
abandonment.

While our model is primarily motivated by the SSU, there are other systems
where more general models are relevant. For example, it has been well documented
that the patient arrival process to most EDs are time-dependent and low severity
and low complexity patients waiting for or in care may leave, or abandon, without
receiving treatment (c.f. Kim and Whitt [19], Rowe et al. [33], Zayas-Cabán et al.
[39]). Similar examples of loss systems with abandonments while in service that
occur in practice can be found in manufacturing systems with order cancellations
(c.f. Jain and Elmaraghy [17]) and in web chats with customer impatience.

Existing literature devoted to models with non-stationary parameters and
abandonments has largely focused on developing approximation frameworks for
systems using a fixed policy. These frameworks facilitate the analysis of perfor-
mance measures to evaluate existing or proposed systems, and thus improve their
design. In this paper, however, we are interested in control of queueing models
where we dynamically vary some of the parameters of the model with the goal of
improving the performance measures.

To this end, we analyze the following non-stationary admission control problem
for a multi-server Markovian system with a fixed number of m servers that does not
vary with time in either a scheduled or reactive fashion. Customers arrive according
to a non-homogeneous Poisson process with known rate function λ(t) > 0 for t ≥ 0
and belong to one of two independent classes c ∈ {1, 2}. An arrival at time t is a
class c customer with probability qc(t) ∈ (0, 1) where q1(t) + q2(t) = 1 for each
t ≥ 0. If the customer joins the system his/her (random and hidden) patience is
generated. Service and abandonment times are exponential with rates µc`(t) and
βc` (t), respectively, whenever there are ` class c customers in the system at time
t (` ∈ {1, · · · ,m}, c ∈ {1, 2}). That is to say, µc`(t) and βc` (t) are the system
service and abandonment rates, respectively. We assume that µc0(t), βc0(t) ≡ 0,
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µc1(t), βc1(t) > 0 for all t, and that µc`(t), β
c
` (t) are non-decreasing and concave

in ` (c ∈ {1, 2}). We also assume that the functions λ(t), qc(t), µ
c
`(t), and βc` (t)

are measurable, bounded, periodic functions with period T for c ∈ {1, 2} and ` ∈
{1, · · · ,m}. If a class c customer does not complete service before the abandonment
time ends, then a cost of Kc is charged and the customer leaves the system without
receiving service. Otherwise, a reward Rc is accrued when they complete service. A
customer arrival to a fully occupied system with m customers is lost forever. After
each arrival to a system with free space, the decision-maker views the customer
class requesting entry into the system and decides whether to accept or reject the
arriving customer; rejected customers are lost forever.

We remark that in the examples above, the service processes correspond to pa-
tient treatment, processing manufacturing parts, and processing customer requests
in call centers whereas abandonments correspond to patient’s health recuperating
or deteriorating, patients leaving without completing treatment, order cancellati-
ons in manufacturing systems, and customers leaving during an online chat. Also
note that we can view our model as one in which the effective service rate for a
class c customer when there are ` customers in the system is given by µc`(t)+βc` (t)
and a “successful” job completion occurs with probability µc`(t)/(µ

c
`(t) + βc` (t)).

With this view in mind, our model can be used to capture applications in defective-
prone manufacturing and call centers when there is a chance of not being able to
resolve the problem. Moreover, in the context of a call center, the rewards/costs
may represent actual rewards per call and opportunity costs, while in the context
of an ED they may represent the relative priority of the class based on patient
health. The “cost” of rejecting a customer is the loss of this customer’s potential
revenue when completing service.

The problem considered here extends the one considered in Miller [26] in that
all of the rates are time-dependent, customer abandonments are allowed, and the
service and abandonment rates are class-dependent. This significantly complicates
the model, but allows for much more flexibility. Even when the rates are time-
independent, the class-dependent service and abandonment rates require a state
space dimension equal to the number of classes, leading to a different recurrent
class structure for the underlying controlled Markov process. When the rates are
time-dependent the state space becomes not only multi-dimensional, but also con-
tinuous, which makes the analysis and computation of an optimal control difficult.
In particular, the decision-maker needs to know the current number of customers
in the system from each class and the current time when a customer arrives. In
short, the added flexibility of allowing for time-dependent behavior comes at the
cost of making the problem intractable (even for small system sizes). Our goal then
is to capture as much of the modeling flexibility as possible, while still providing
useful insights into the optimal control problem.

One final observation before moving on to further discuss relevant literature
is that abandonments in a non-stationary setting can lead to qualitative behavior
that is significantly different from those presented in Miller [26]. Consider the
following example:

Example 1 Let T = 24 (hours);

λ(t)qc(t) := λc(t) = sin(2πt/24) + 1.1c
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Fig. 1 Sinuisoidal arrival rate function and optimal policy for discretized MDP (∆t = 3
minutes (.05 hours), m = 5) from 4:30A–4:45A (4.5 ≤ t ≤ 4.75). For each fixed time, the
optimal policy has a threshold structure (illustrated by the triangles on the right). Note: Each
box represents a particular state (i, j) of the system (i, j = 0, . . . , 5) and the colors represent
the policy at that state and time (blue = accept class 1 and 2; magenta = accept class 1 and
reject class 2; black = reject class 1 and 2). States are organized such that the number of class
1 customers (i) varies along the horizontal axis and the number of class 2 customers (j) varies
along the vertical axis.

for c ∈ {1, 2}; µc`(t) = 2` for c ∈ {1, 2} and for all t ≥ 0; β1
` (t) = 0.2` for all t ≥ 0;

R1 = R2 = K1 = K2 = 1; and

β2
` (t) =


0.1` if 0 ≤ t ≤ 5;

4` if 5 < t ≤ 17;

1.5` otherwise.

Note in this example, class 1 is accepted as long as there is space in the system.
For class 2 notice that the instantaneous reward rate minus the instantaneous cost
rate is initially positive, then negative, then back to positive over the period. In
particular, in Example 1, µ2

`(t)R2 ≥ β2
` (t)K2 for 0 ≤ t ≤ 5 and for 17 < t ≤ 24

but with the inequality otherwise reversed. While the example is only for illus-
trative purposes, intuitively, the time from 5 to 17 represents a time of increased
customer impatience. In the hospital example, this could be due to cyclical incre-
ases in the severity of patient injuries. In the call center example, an increased
abandonment rate corresponds to customer impatience due to planned changes in
the environment (e.g., deadlines).

In Figure 1 the admission criteria becomes more strict the closer we get to
5:00A (at time t = 5) when µ2

`(t)R2 ≤ β2
` (t)K2 first occurs: it rejects class 2 cus-

tomers when there is at most 1 server available at 4:30A (t = 4.5), but then rejects
all class 2 customers at 4:45A (t = 4.75). The trend is even more pronounced later
in the day (not depicted): the optimal policy rejects all class 2 customers from
4:30P–4:47P (16.5 ≤ t ≤ 16.78) and then accepts all customers from 4:51P-5:00P
(16.85 ≤ t ≤ 17). If we implement Miller’s model with the same inputs (using the
overall arrival rate in the stationary formulation without abandonments), since
both customer classes yield the same reward the decision-maker accepts all cu-
stomers; a significant difference in policy. If we then take this stationary policy
and use it in the actual non-stationary model with abandonments, we estimate
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(via simulation) a 26% difference in the average rewards. In short, ignoring non-
stationary behavior and abandonments can have dire consequences.

Stationary and non-stationary versions of this problem without abandonments
are considered by Altman et al. [1], Örmeci et al. [27] (and in an extension of
this model to general inter-arrival times in Örmeci and van der Wal [28]), Savin et
al. [34], and Yoon and Lewis [38]. Altman et al. [1], Örmeci et al. [27], and Savin
et al. [34] consider admission control in a two class loss system with arrival and
services rates, and rewards that are class dependent, but for a stationary system
without abandonments. Altman et al. [1] allows for the number of servers required
by each customer to depend on the class and all three papers show the submo-
dularity of the value function, which implies the optimality of threshold policies.
Additionally, Örmeci et al. [27] provides conditions under which the value function
is concave, which implies the monotonicity of the thresholds. Örmeci et al. [27]
and Savin et al. [34] provide sufficient conditions under which particular customer
class is preferred, meaning that its customers are always admitted if there are free
servers, regardless of system congestion. We also mention that Örmeci and van der
Wal [28] consider an example where arrivals are generated according to a Markov-
modulated Poisson process (MMPP) (c.f. Fisher and Meier-Hellstern [7]). Lastly,
in Yoon and Lewis [38], the authors consider a non-stationary system but with
class independent service times and without abandonments. They show that un-
der the infinite horizon discounted and average reward optimality criteria, for each
fixed time period, there exist optimal admission control strategies that are non-
decreasing in the number of customers in the system, extending results originally
proved by Miller [26] in the stationary setting to the non-stationary setting.

In this paper, we extend the aforementioned studies to the case where each
customer class can abandon during service according to her/his abandonment
rate. We make the following contributions:

– We note that since the state space is general, proving that the discounted
expected reward optimality equations have a solution requires particular care.

– In light of Example 1, we show that under the infinite horizon discounted re-
ward optimality criteria,there exists an optimal policy that is a threshold policy
for the non-stationary problem with class-dependent service and abandonment
rates, and for any bounded, measurable arrival, service, and abandonment rate
functions.

– We also provide sufficient conditions for when a customer class is preferred.
The condition is akin to the classic cµ rule (cf. Buyukkoc [3]).

Throughout the paper, and whenever possible, we compare our results to those
obtained in Altman et al. [1], Örmeci et al. [27], and Savin et al. [34], and also
discuss how they could be extended to more general settings (e.g. when there are
more than two customer classes (i.e. n ≥ 3)).

The search for an optimal policy is not simple even when restricted to thres-
hold policies. However, it is still possible to estimate optimal values and control
policies via a judicious discretization in time (this was suggested in Yoon and Le-
wis [38]). Thus, we approximate the non-stationary problem by discretizing the
time horizon into equally spaced intervals. Using arrival rate functions for nonho-
mogeneous Poisson processes typically found in practice (e.g. EDs, police patrol),
we examine how control policies for this approximation change as a function of
time and parameters numerically and compare these policies with those obtained
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for a system that uses suitably defined Markov-modulated Poisson arrival proces-
ses. We also compare the average rewards of the discretized approximation with
the average rewards of other admission policies used in practice in a discrete-event
simulation study. In this case, we show that policies that ignore time dependen-
cies or abandonments lead to significant losses in average rewards (relative to the
discretized approximation).

It remains possible to show the existence of an optimal (deterministic) stati-
onary policy in the average reward case and of the average optimality inequali-
ties (c.f., Wei and Guo [37]). One may also conjecture that the structural results
obtained for the discounted reward problem extend to average reward problem by
using the vanishing discounting approach (c.f., Jaśkiewicz [18]). Unfortunately, we
have been unable to complete it. However, in the numerical study, we focus on
average rewards as they more closely match the performance criteria of interest in
the motivating applications. Since the state and action space for the approximate
Markov decision model presented in our numerical study are finite and the model
is unichain, a solution to its corresponding discounted reward and average reward
optimality equations are guaranteed to exist. As a result, the optimal average
rewards can be computed using modified policy iteration (c.f., Hordijk and Puter-
man [15]). Moreover, we know that for a finite state and action space, a stationary,
deterministic Markovian policy is optimal for every discount factor close enough
to zero and is also average reward optimal (c.f., Blackwell [2]).

The rest of the paper is organized as follows: Section 2 contains a summary of
the literature related to our work. Sections 3 and 4 provide the model description,
a semi-Markov Decision Process (SMDP) formulation of the problem, and the
relevant MDP theory that will be used throughout the paper. In Section 5 we
show the existence of optimal threshold policies. We give sufficient conditions for
when each customer class is preferred in Section 6. We present numerical results
in Section 7 and conclude with a discussion in Section 8.

2 Literature Survey

Early work on admission control can be found in Miller [26]. The author considers
optimal admission control policies using MDPs that maximize long run average
rewards in a multi-class, finite capacity loss system. He was able to show that an
optimal policy has a simple threshold structure when the service rates are equal for
each customer class. This and other earlier models are surveyed in Stidham [35].
Feinberg and Reiman [6] generalized these models to include a constraint on the
blocking probability for the highest paying customers and showed the optimal
threshold policy has at most one randomization. As alluded to in the introduction,
other relevant structural properties for similar admission control policies can be
found in Altman et al. [1], Örmeci et al. [27], and Savin et al. [34]. For instance,
all three papers find that a threshold policy in the two customer class case is
optimal. Although these papers do not consider abandonments and time-varying
parameters, they do provide useful insights into the types of structural properties
that an optimal policy might have.

Similar to control of stationary systems, control of non-stationary systems has
also been considered by many authors for a diverse set of applications. Here too,
these papers provide useful insights for how one can develop useful MDP for-
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mulations, and then analyze and approximate control policies and values in non-
stationary systems. For example, Martin-Löf [25] considers the control of Markov
chains with periodic transition probabilities over a finite horizon. Using MDPs,
the author shows the existence of an optimal periodic control and suggest ways
to approximate it. Fu et al. [8] consider a finite horizon server staffing problem
in which the arrival process is non-stationary, but staffing decisions are made at
fixed times. Lewis et al. [22] study optimal admission policies in a finite capacity
queueing system for which arrival rates, service rates, and system capacity are
changing over a finite time horizon in a known manner. They were able to show
that a threshold policy is (bias) optimal. However, unlike our problem, they inclu-
ded buffer space, assumed class independent service rates, and no abandonments.
Recently, Roubos et al. [31] consider a finite horizon, multi-period staffing problem
of a multi-server queue where staffing levels can be changed at specific moments
in time. Their goal was to set staffing levels such that a service level constraint is
met in the presence of known and unknown time-varying arrival rates. They test
their approach numerically using call center data. Lastly, Roubos and Bhulai [32]
develop Approximate Dynamic Programming techniques to approximate optimal
controls for time-varying queueing systems.

All of the work mentioned thus far uses MDPs, but there are several other
frameworks that have been proposed. For example, Hampshire and Massey [14]
developed optimal control methods for non-stationary systems based on the calcu-
lus of variations. Cudina and Ramanan [5] formulate a fluid control problem, and
show that for a set of performance measures, any sequence of policies whose per-
formance approach the infimum in the fluid control problem is also asymptotically
optimal (in the uniform acceleration regime) for a related single-class time-varying
queue.

Lastly, we remark that there are several papers that focus on analyzing or
approximating non-stationary systems with abandonments using fixed policies.
An important example is that related to the pointwise stationary approximation
(PSA) in Green and Kolesar [9] and the stationary independent period-by-period
(SIPP) approximation in Green et al. [13]. Modifications and extensions of these
methods may also be found in Green and Kolesar [10,11,12]. The reader interested
in these and other related numerical methods to approximate performance mea-
sures for non-stationary queueing systems should consult the paper by Ingolfsson
et al. [16].

3 Dynamic Programming Formulation

We formulate our decision-making scenario as a stationary, semi-Markov decision
process as follows. Let Ψ := supt∈[0,T ){λ(t) + β1

m(t) + β2
m(t) + µ1

m(t) + µ2
m(t)}. In

other words, Ψ is the maximal transition rate, and our assumptions imply that it is
finite. As a result, we run a Poisson process at rate Ψ and akin to uniformization
(c.f. Lippman [24]) with uniformization constant Ψ and thin according to the
appropriate rates at each time t. In other words, potential decision points occur
according to a Poisson process at rate Ψ , where some of these will be “dummy”
points. Without loss of generality, assume Ψ = 1. In addition to arrivals, abandon,
and service completion times, we also include as potential decision points the
times corresponding to the beginning of a new period: 0, T, 2T, . . .. It follows that
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if {tn : n ≥ 0} represents the sequence of times at which decisions are made, then
tn+1 − tn is the minimum of an exponentially distributed random variable with
rate Ψ and the residual time left in the current period (t0 = 0). Note that adding
time to the state space results in a stationary formulation. The trade-off, however,
is that the state space is uncountable.

Since λ(t), qc(t), µ
c
`(t), and βc` (t) are periodic functions, the actual period

within which events occur is not relevant from the decision-maker’s perspective.
This can be seen from the principle of optimality since a decision-maker that sees
i class 1 customers and j class 2 customers z time units into the current period
is faced with precisely the same decision-making scenario if there are i class 1
customers in the system and j class 2 customers z time units into the next period.
Define the state space

X =
{

(i, j, k, z)|i, j ∈ Z+, i+ j ≤ m, k ∈ {−2,−1, 0, 1, 2}, z ∈ [0, T )
}
,

where i and j, respectively, denote the number of class 1 and class 2 customers in
the system before a potential decision point. More precisely, for a fixed decision
point tn < ∞, they are the number of customers of each class prior to time tn.
The third coordinate, k, denotes the type of potential transition. If k > 0, a class
k customer is requesting admission whereas k < 0 means that a class k customer
is departing. The case k = 0 corresponds to a transition from a state to itself due
to uniformization or the beginning of a new period. The fourth coordinate is the
relative time z (the current time modulo T ).

Informally, a policy is a rule that prescribes whether an arriving customer
should be accepted or rejected for any given state. In particular, at the time of the
nth decision point, the policy chooses an action a from a set of available actions.
Suppose x ∈ X, and let A(x) = A ((i, j, k, z)),

A ((i, j, k, z)) =

{
{0, 1} for i+ j < m, k > 0,

{0} otherwise,

where when k > 0, the actions 0 and 1 denote accepting and rejecting a custo-
mer into the system, respectively. When k ≤ 0, the 0 action is either a dummy
transition (that does not change the queue length) or service completion. Define
A :=

⋃
x∈XA(x) and the graph of A as Gr(A) = {(x, a)|a ∈ A(x)}. A more precise

definition of a policy then is as a sequence of functions π = {d0, d1, d2, . . .}, where
dn is a Borel measurable map from the history Hn = Gr(A)×R+ ×Hn−1 into A
(H0 = X). A policy π is Markovian if, for each n, dn maps from X into A. A policy
is stationary if it is such that dn = d for all n, where d is a Borel measurable map
from X into A.

Let r(x, a) denote the expected immediate reward when the system is in state
x = (i, j, k, t) and action a is chosen, which is given by

r(x, a) =


µ1

i (t)

µ1
i (t)+β

1
i (t)

R1 − β1
i (t)

µ1
i (t)+β

1
i (t)

K1 if k = −1,
µ2

j(t)

µ2
j(t)+β

2
j (t)

R2 −
β2
j (t)

µ2
j(t)+β

2
j (t)

K2 if k = −2,

0 otherwise.

(3.1)

Suppose α > 0 is the continuous-time discount factor. The n-stage α-discounted
expected reward of policy π ∈ Π given that the system starts in state x = (i, j, k, z)
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is given by vπα,n(x) = Eπx
∑n−1
k=0 e

−αtk
[
r
(
X(tk), dk(X(tk)

)]
, where Eπx denotes the

expectation with respect to the probability measure determined by x and the po-
licy π and {X(t), t ≥ 0} is the continuous-time Markov chain denoting the state
of the system at time t. Note that although policies are defined for the infinite
horizon, vπα,n(x) is only defined for a finite number of stages. In this case, only
that portion of the policy that corresponds to the appropriate time horizon is used.
Since the rewards we consider are bounded, the above expectation is guaranteed
to exist. The infinite horizon α−discounted reward of a policy π ∈ Π (where Π is
the set of non-anticipating policies) is vπα(x) := limn→∞ vπα,n(x) and the optimal
reward is vα(x) := supπ∈Π v

π
α(x).

4 Optimality Equations

To analyze admission control policies that maximize the total discounted expected
reward we rely on the dynamic programming optimality equations to simplify our
search for optimal policies. For the discounted reward optimality equations, we
define the following mapping for any function f on the state space X(
Tαf

)
(i, j, z) =

∫ T

z

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1
i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2
j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(

1− λ(t)− β1
i (t)− β2

j (t)− µ1
i (t)− µ2

j (t)
)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt

+ e−(1+α)(T−z)f(i, j, 0, 0)

if i+ j < m, and(
Tαf

)
(i, j, z) =

∫ T

z

[ (
µ1
i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2
j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(

1− β1
i (t)− β2

j (t)− µ1
i (t)− µ2

j (t)
)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt

+ e−(1+α)(T−z)f(i, j, 0, 0)

otherwise. Intuitively,
(
Tαf

)
(i, j, z) represents the total expected discounted re-

ward as measured by f starting from the next decision point, given that there are
currently i class 1 customer and j class 2 customers in the system at z time units
into the period.

Define Uα,0(i, j, k, z) = 0 for all (i, j, k, z) ∈ X. For n ≥ 1 and (i, j, k, z) ∈ X,
define Uα,n(i, j, k, z) =

(
TαUα,n−1

)
(i, j, z) when k = 1, 2 and i+j = m. Moreover,

Uα,n(i, j, k, z)

=



max{
(
TαUα,n−1

)
(i+ 1, j, z),

(
TαUα,n−1

)
(i, j, z)} if i+ j < m, k = 1;

max{
(
TαUα,n−1

)
(i, j + 1, z),

(
TαUα,n−1

)
(i, j, z)} if i+ j < m, k = 2;

r ((i, j,−1, z), 0) +
(
TαUα,n−1

)
((i− 1)+, j, z) if k = −1;

r ((i, j,−2, z), 0) +
(
TαUα,n−1

)
(i, (j − 1)+, z) if k = −2;(

TαUα,n−1

)
(i, j, z) otherwise.

(4.1)
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The system of equations (4.1) are the finite horizon optimality equations (FHOE)
(even though in this context it is actually “finite stage”). In particular, Un can be
interpreted as the optimal reward-to-go, which equals the immediate reward/cost
(for the optimal action at the current state) plus the optimal reward-to-go at
the resulting next state. If we replace Uα,n and Uα,n−1 in (4.1) above with Uα
we obtain the discounted reward optimality equations (DROE). If there exists a
solution to the DROE (when α > 0), then Uα(x) = vα(x). The existence is shown
in Section A.1 of the Appendix. Moreover, the discrete-time value function vα can
be computed via successive approximations with Uα,n = 0 and limn→∞ Uα,n = vα.

5 Threshold Policies

The optimality of threshold policies has been shown in stationary versions of our
model without abandonments (c.f. Altman et al. [1], Örmeci et al. [27], and Sa-
vin [34]) and are an immediate consequence of the submodularity of the value
functions. In this section, we extend these results to the non-stationary setting
with class dependent service and abandonment rates. In Lemma 1 we show that
the value functions are submodular for each fixed time. This implies the existence
of an optimal threshold policy, which is stated in Theorem 1.

Lemma 1 For the non-stationary problem,
(
TαUα,n

)
(·, ·, z) is submodular. That

is, for each fixed z ∈ [0, T ) and α > 0, the following inequality holds for all i, j
with i+ j + 2 ≤ m and for all n ≥ 0:(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i+ 1, j + 1, z)

−
(
TαUα,n

)
(i, j, z) +

(
TαUα,n

)
(i, j + 1, z) ≥ 0. (5.1)

Proof. The proof is by induction on the number of remaining periods in the ho-
rizon. Recall that Uα,n ≡ 0 so that (5.1) trivially holds for n = 0. Assume it holds
for n and consider it for n+1. The remainder of the proof is completed in two steps.

Step 1: We start by showing that if (5.1) holds then for (i, j, k, z) ∈ X

Uα,n+1(i+ 1, j, k, z)− Uα,n+1(i+ 1, j + 1, k, z)

− Uα,n+1(i, j, k, z) + Uα,n+1(i, j + 1, k, z) ≥ 0. (5.2)

We use a sample path argument. Fix i, j ≥ 0, z ∈ [0, T ), and start four processes
in the same probability space. Processes 1–4 begin with n + 1 decision points
remaining in states (i + 1, j, k, z), (i + 1, j + 1, k, z), (i, j, k, z), and (i, j + 1, k, z),
respectively. Assume Processes 2 and 3 use optimal policies, which we denote by
π2 and π3, respectively. We construct policies for Processes 1 and 4, which we
denote by π1, and π4, respectively that may not use an action corresponding to
the maximum in (4.1) so that (5.2) follows.

Note that if k = −1 or k = −2, then, by (3.1) and (4.1), the immediate rewards
in the terms in (5.2) cancel. In these cases, letting π1 and π4 be optimal policies
the FHOE yield that the remaining rewards are those in (5.1). Inequality (5.2)
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follows the inductive hypothesis. If k = 0, no rewards are accrued, and by letting
π1 and π4 be optimal policies, (5.2) once again follows from the FHOE and the
inductive hypothesis. Suppose now k = 1 or k = 2 and π2 and π3 both accept
(reject) an arriving class k customer. By letting π1 and π4 also accept (reject)
the same customer class k customer (and use optimal controls thereafter), (5.2)
follows by noting that analogous expressions to (5.1) hold.

Case 1 Suppose k = 1 and the optimal actions for Processes 2 and 3 differ.

Suppose that policy π2 rejects the class 1 arrival, whereas π3 accepts it. In this
case, let π1 reject the arrival and π4 accept the arrival, after which they follow
optimal controls. The difference in the remaining rewards is

(
TαUα,n

)
(i+ 1, j, z)−

(
TαUα,n

)
(i+ 1, j + 1, z)

−
(
TαUα,n

)
(i+ 1, j, z) +

(
TαUα,n

)
(i+ 1, j + 1, z) = 0.

We remark that this last scenario includes the special sub-case when i+j+2 = m,
in which the system in Process 2 is full and the arrival is lost.

Now, suppose that policy π2 accepts the arrival, whereas π3 rejects it. Let π1
accept the arrival and π4 reject the arrival, after which they both follow optimal
controls. The difference remaining rewards in is

(
TαUα,n

)
(i+ 2, j, z)−

(
TαUα,n

)
(i+ 2, j + 1, z)

−
(
TαUα,n

)
(i, j, z) +

(
TαUα,n

)
(i, j + 1, z).

Adding and subtracting
(
TαUα,n

)
(i+ 1, j, z)−

(
TαUα,n

)
(i+ 1, j + 1, z) yields

[(
TαUα,n

)
(i+ 2, j, z)−

(
TαUα,n

)
(i+ 2, j + 1, z)−

(
TαUα,n

)
(i+ 1, j, z)

+
(
TαUα,n

)
(i+ 1, j + 1, z)

]
+
[(
TαUα,n

)
(i+ 1, j, z)−

(
TαUα,n

)
(i+ 1, j + 1, z)−

(
TαUα,n

)
(i, j, z)

+
(
TαUα,n

)
(i, j + 1, z)

]
.

The expression inside each pair of brackets is the left side of the inequality (5.1),
evaluated at (i + 1, j, z) and at (i, j, z), respectively. In each case, the induction
hypothesis implies the result.

Case 2 Suppose k = 2 and the optimal actions for Processes 2 and 3 differ.

This case follows with a similar argument.

Step 2: Now that we have shown that the inductive hypothesis implies (5.2), we
are ready to show that (5.2) implies (5.1) with n replaced with n + 1. Recall the
definition of

(
TαUα,n+1

)
in Section 4. To show (5.1) for n + 1, we collect similar
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terms. The terms involving λ1(t), λ2(t) are

∫ T

z

[
λ1(t)

(
Uα,n+1(i+ 1, j, 1, t)− Uα,n+1(i+ 1, j + 1, 1, t)− Uα,n+1(i, j, 1, t)

+ Uα,n+1(i, j + 1, 1, t)
)

+ λ2(t)
(
Uα,n+1(i+ 1, j, 2, t)− Uα,n+1(i+ 1, j + 1, 2, t)− Uα,n+1(i, j, 2, t)

− Uα,n+1(i, j + 1, 2, t)
)]
e−(1+α)(t−z) dt.

Inequality (5.2) implies this expression is bounded below by 0. The terms involving
β1
i+1(t), β1

i (t) are given by

∫ T

z

[(
β1
i+1(t)− β1

i (t)
)(
Uα,n+1(i+ 1, j,−1, t)− Uα,n+1(i+ 1, j + 1,−1, t)

)
+ β1

i (t)
(
Uα,n+1(i+ 1, j,−1, t)− Uα,n+1(i+ 1, j + 1,−1, t)− Uα,n+1(i, j,−1, t)

+ Uα,n+1(i, j + 1,−1, t)
)]
e−(1+α)(t−z) dt.

Inequality (5.2) implies that this expression is bounded below by

∫ T

z

[(
β1
i+1(t)−β1

i (t)
)(
Uα,n+1(i+1, j,−1, t)−Uα,n+1(i+1, j+1,−1, t)

)]
e−(1+α)(t−z) dt.

(5.3)

The terms involving β2
j+1(t), β2

j (t) are similarly given by

∫ T

z

[(
β2
j+1(t)− β2

j (t)
)(
Uα,n+1(i, j + 1,−2, t)− Uα,n+1(i+ 1, j + 1,−2, t)

)
+ β2

j (t)
(
Uα,n+1(i+ 1, j,−2, t)− Uα,n+1(i+ 1, j + 1,−2, t)− Uα,n+1(i, j,−2, t)

+ Uα,n+1(i, j + 1,−2, t)
)]
e−(1+α)(t−z) dt,

and are bounded below by∫ T

z

[(
β2
j+1(t)− β2

j (t)
)(
Uα,n+1(i, j + 1,−2, t)− Uα,n+1(i+ 1, j + 1,−2, t)

)]
e−(1+α)(t−z) dt.

(5.4)

Repeating the same logic, terms involving µ1
i+1(t), µ1

i (t), µ
2
j+1(t), µ2

j (t), are boun-
ded below by

∫ T

z

[(
µ1
i+1(t)−µ1

i (t)
)(
Uα,n+1(i+1, j,−1, t)−Uα,n+1(i+1, j+1,−1, t)

)]
e−(1+α)(t−z) dt

+

∫ T

z

[(
µ2
j+1(t)− µ2

j (t)
)(
Uα,n+1(i, j + 1,−2, t)

− Uα,n+1(i+ 1, j + 1,−2, t)
)]
e−(1+α)(t−z) dt, (5.5)
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where we remind the reader that Uα,n+1(i, j,−1, t) =
(
TαUα,n

)
(i − 1, j, t) and

Uα,n+1(i, j,−2, t) =
(
TαUα,n

)
(i, j − 1, t) for i, j ≥ 1. The terms corresponding to

uniformization are given by∫ T

z

[ ((
β1
i (t)− β1

i+1(t)
)

+
(
µ1
i (t)− µ1

i+1(t)
)) (

Uα,n+1(i+ 1, j, 0, t)

− Uα,n+1(i+ 1, j + 1, 0, t)
)

+
((
β2
j (t)− β2

j+1(t)
)

+
(
µ2
j (t)− µ2

j+1(t)
)) (

Uα,n+1(i, j + 1, 0, t)

− Uα,n+1(i+ 1, j + 1, 0, t)
)

+
(

1− λ(t)− µ1
i (t)− β1

i (t)− µ2
j (t)− β2

j (t)
) (
Uα,n+1(i+ 1, j, 0, t)

− Uα,n+1(i+ 1, j + 1, 0, t)− Uα,n+1(i, j, 0, t) + Uα,n+1(i, j + 1, 0, t)
)]
e−(1+α)(t−z) dt.

Recall from (4.1) that Uα,n+1(i, j, 0, t) =
(
TαUα,n−1

)
(i, j, z) for all i, j such that

i + j ≤ m. As a result, this last expression corresponding to the uniformization
constant can be rewritten as∫ T

z

[ ((
β1
i (t)− β1

i+1(t)
)

+
(
µ1
i (t)− µ1

i+1(t)
))((

TαUα,n
)
(i+ 1, j, t)

−
(
TαUα,n

)
(i+ 1, j + 1, t)

)
+
((
β2
j (t)− β2

j+1(t)
)

+
(
µ2
j (t)− µ2

j+1(t)
))((

TαUα,n
)
(i, j + 1, t)

−
(
TαUα,n

)
(i+ 1, j + 1, t)

)
+
(

1− λ(t)− µ1
i (t)− β1

i (t)− µ2
j (t)− β2

j (t)
)((

TαUα,n
)
(i+ 1, j, t)

−
(
TαUα,n

)
(i+ 1, j + 1, t)−

(
TαUα,n

)
(i, j, t) +

(
TαUα,n

)
(i, j + 1, t)

)]
e−(1+α)(t−z) dt.

(5.6)

The terms corresponding to e−(1+α)(T−z) are bounded below by 0 by the inductive
hypothesis. Putting all these lower bounds together (paying particular attention
to (5.3)-(5.6)), it follows that the left side of (5.1) with n replaced with n + 1 is
bounded below by∫ T

z

[ (
1− λ(t)− µ1

i (t)− β1
i (t)− µ2

j (t)− β2
j (t)

)
((
TαUα,n

)
(i+ 1, j, t)−

(
TαUα,n

)
(i+ 1, j + 1, t)−

(
TαUα,n

)
(i, j, t)

+
(
TαUα,n

)
(i, j + 1, t)

)
+
((

β1
i (t)− β1

i+1(t)
)

+
(
β2
j (t)− β2

j+1(t)
)

+
(
µ1
i (t)− µ1

i+1(t)
)

+
(
µ2
j (t)− µ2

j+1(t)
))

((
TαUα,n

)
(i+ 1, j, t)−

(
TαUα,n

)
(i+ 1, j + 1, t)−

(
TαUα,n

)
(i, j, t)

+
(
TαUα,n

)
(i, j + 1, t)

)]
e−(1+α)(t−z) dt.
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This last expression can be simplified to

∫ T

z

[ (
1− λ(t)− µ1

i+1(t)− β1
i+1(t)− µ2

j+1(t)− β2
j+1(t)

)
((
TαUα,n

)
(i+ 1, j, t)−

(
TαUα,n

)
(i+ 1, j + 1, t)−

(
TαUα,n

)
(i, j, t)

+
(
TαUα,n

)
(i, j + 1, t)

)]
e−(1+α)(t−z) dt,

which (by the inductive hypothesis) is bounded below by 0. This completes the
proof.

Inequality (5.1) can be written in two ways:

1. (
TαUα,n

)
(i, j + 1, z)−

(
TαUα,n

)
(i, j, z)

≥
(
TαUα,n

)
(i+ 1, j + 1, z)−

(
TαUα,n

)
(i+ 1, j, z),

and
2. (

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j, z)

≥
(
TαUα,n

)
(i+ 1, j + 1, z)−

(
TαUα,n

)
(i, j + 1, z).

Statement 1 (2) says that, for the discounted finite horizon problem, an additional
class 2 (1) customer is more beneficial in state (i, j) than in state (i+1, j) ((i, j+1)).
This, together with the results of Section 4, guarantee the existence of an optimal
threshold policy under discounted expected reward criteria:

Theorem 1 For each fixed z ∈ [0, T ), under the infinite horizon discounted there
exist numbers {Lc,zα (0), . . . , Lc,zα (m − 1)}{c=1,2} such that in state (i, j) a class 1

(2) customer is admitted if and only if j < L1,z
α (i) (i < L2,z

α (j)).

One might conjecture that Theorem 1 extends to any finite (or even an infi-
nite) number of customer classes. While this may be true by extending the no-
menclature, it is not without significant effort and we have thus far been unable
to complete it. On the other hand, we do not believe that the effort would lead
to significant new insights. Moreover, the current study maps quite closely to the
motivating applications.

6 Existence of a Preferred Class

In this section we provide conditions under which it is optimal to accept class
1 customers to the system whenever there is an idle server. In order to do so,
we make some additional assumptions. For both services and abandonments we
assume that the rates are linear in the number of customers in the system. Because



Title Suppressed Due to Excessive Length 15

only a finite number of customers are allowed in the system, the linear rates are
bounded. In particular,

µc`(t) = `µc(t) and

βc` (t) = `βc(t)

for periodic, bounded, measurable functions µc(t) and βc(t), for all t ≥ 0 and
c ∈ {1, 2}. Furthermore, we impose the following requirements for all t ≥ 0:

µ1(t)R1 − β1(t)K1 ≥ µ2(t)R2 − β2(t)K2 ≥ 0; (6.1)

β2(t) + µ2(t) ≥ β1(t) + µ1(t). (6.2)

Assumptions (6.1)–(6.2), respectively, state that customers are (on average) pro-
fitable at all times, class 1 is more profitable than class 2 at all times, and that
the departure rate for class 2 customers is higher than that of class 1 at all times.
Consider the expected rewards, which are given by

r(x, a) =


iµ1(t)

iµ1(t)+iβ1(t)R1 − iβ1(t)
iµ1(t)+iβ1(t)K1 if k = −1,

jµ2(t)
jµ2(t)+jβ2(t)R2 − jβ2(t)

jµ2(t)+jβ2(t)K2 if k = −2,

0 otherwise.

(6.3)

A little arithmetic yields that the expected class 1 reward (at time t) is greater
than class 2 if

µ1(t)R1 − β1(t)K1

µ1(t) + β1(t)
≥ µ2(t)R2 − β2(t)K2

µ2(t) + β2(t)
. (6.4)

Taken together, (6.1) and (6.2) guarantee that (6.4) holds for all t. We conjecture
that (6.4) may be enough to guarantee that it is optimal to accept class 1 customers
to the system whenever there is an idle server, but the proof below is only under
the sufficient conditions (6.1) and (6.2).

Proposition 1 Under assumptions (6.1)–(6.2), for each fixed z ∈ [0, T ) and α >
0, the following inequality holds for all i, j ≥ 0 with i + j + 1 ≤ m and for all
n ≥ 0: (

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j, z) ≥ 0; (6.5)(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j + 1, z) ≥ 0. (6.6)

Proof. The proof is by induction on the number of remaining decision points.
Recall that Uα,0 = 0 so that (6.5) and (6.6) hold for n = 0. Assume they hold for
n and consider the result for n+ 1.

First, we show that if (6.5) and (6.6) hold for n then for all k,

Uα,n+1(i+ 1, j, k, z)− Uα,n+1(i, j, k, z) ≥ 0. (6.7)

We use sample path arguments starting with (6.7). Fix i, j ≥ 0, z ∈ [0, T ), and
start two processes in the same probability space. Processes 1 and 2 begin with
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n+ 1 decision points remaining in states (i+ 1, j, k, z) and (i, j, k, z), respectively.
Assume Process 1 uses a policy π1 (designated shortly) while Process 2 uses an
optimal policy, which we denote by π2.

Note that if k = −1, then the difference immediate rewards is

µ1(t)

µ1(t) + β1(t)
R1 −

β1(t)

µ1(t) + β1(t)
K1 ≥ 0,

where the inequality follows by (6.1). Letting π1 and π2 be optimal policies the-
reafter, leaves the remaining difference in total rewards(

TαUα,n
)
(i, j, z)−

(
TαUα,n

)
((i− 1)+, j, z)

so that (6.7) follows from the FHOE and the inductive hypothesis. A similar
argument holds for k = −2. If k = 0, then by letting π1 and π2 be optimal policies
thereafter, (6.7) follows from the FHOE and the inductive hypothesis. We consider
the other cases.

Suppose next that k = 1 (a class 1 arrival) and that π2 rejects the class 1
arrival. In this case, let π1 reject the arrival, after which it follows an optimal
control. It follows that the left-hand side of (6.7) is bounded below by(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j, z).

This last expression is the left side of the inequality (6.5). In this case, the in-
duction hypothesis implies the result. Now, suppose that policy π2 accepts the
arrival. Let π1 reject the arrival, after which it follows an optimal control. The
remaining rewards are(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i+ 1, j, z) = 0.

We remark that this last scenario includes the special sub-case when i+j+1 = m,
in which the system in Process 1 is full and the arrival is lost.

Suppose k = 2; a class 2 arrival. If π2 rejects the class 2 customer, let π1
reject the arrival, and then follow an optimal control. The left-hand side of (6.7)
is bounded below by(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j, z).

This last expression is the left side of the inequality (6.5). In this case, the in-
duction hypothesis implies the result. Now, suppose that policy π2 accepts the
class 2 customer. Let π1 reject the arrival (this could be forced in the case that
i + j + 1 = m), after which it follows an optimal control. The left-hand side of
(6.7) is bounded below by(

TαUα,n
)
(i+ 1, j, z)−

(
TαUα,n

)
(i, j + 1, z).

This last expression is the left side of inequality (6.6). In this case, the induction
hypothesis implies the result, and hence, that (6.7) holds.

Next, we show that (6.7) implies(
TαUα,n+1

)
(i+ 1, j, z)−

(
TαUα,n+1

)
(i, j, z) ≥ 0 (6.8)
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To complete the proof of (6.8) we collect similar terms. The terms with coefficients
λ1(t), λ2(t) are∫ T

z

[
λ1(t) (Uα,n+1(i+ 1, j, 1, t)− Uα,n+1(i, j, 1, t))

+ λ2(t) (Uα,n+1(i+ 1, j, 2, t)− Uα,n+1(i, j, 2, t))
]
e−(1+α)(t−z) dt.

Inequality (6.7) implies this expression is bounded below by 0. The terms involving
β1(t) are given by∫ T

z

[
β1(t)Uα,n+1(i+ 1, j,−1, t) + iβ1(t)

(
Uα,n+1(i+ 1, j,−1, t)

− Uα,n+1(i, j,−1, t)
)]
e−(1+α)(t−z) dt.

Inequality (6.7) implies that this expression is bounded below by∫ T

z

[
β1(t)Uα,n+1(i+ 1, j,−1, t)

]
e−(1+α)(t−z) dt. (6.9)

The terms with coefficient jβ2(t) are∫ T

z

jβ2(t) (Uα,n+1(i+ 1, j,−2, t)− Uα,n+1(i, j,−2, t)) e−(1+α)(t−z) dt,

which is bounded below by zero by (6.7). Repeating the same logic, terms with
coefficients µ1(t) and µ2(t) are bounded below by (the terms with coefficient µ2(t)
are bounded below by zero)∫ T

z

µ1(t)Uα,n+1(i+ 1, j,−1, t)e−(1+α)(t−z) dt. (6.10)

The terms corresponding to the uniformization constant are given by∫ T

z

[ (
−β1(t)− µ1(t)

)
Uα,n+1(i+ 1, j, 0, t) +

(
1− λ(t)− iβ1(t)− jβ2(t)

− iµ1(t)− jµ2(t)
)

(Uα,n+1(i+ 1, j, 0, t)− Uα,n+1(i, j, 0, t))
]
e−(1+α)(t−z) dt.

(6.11)

Finally, the remaining terms corresponding to e−(1+α)(T−z) are bounded be-
low by 0 by the inductive hypothesis. Now notice that Uα,n+1(i + 1, j,−1, t) =
Uα,n+1(i, j, 0, t) so that combining (6.9)-(6.11) yields the lower bound (on the sum
of the terms)∫ T

z

[ (
1− λ(t)− (i+ 1)

(
µ1(t) + β1(t)

)
− j

(
µ2(t) + β2(t)

))
(Uα,n+1(i+ 1, j, 0, t)− Uα,n+1(i, j, 0, t))

]
e−(1+α)(t−z) dt,

which is bounded below by zero by (6.7). That is to say, combining all of these
bounds yields (6.8) as desired.
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To complete the proof we need to show(
TαUα,n+1

)
(i+ 1, j, z)−

(
TαUα,n+1

)
(i, j + 1, z) ≥ 0. (6.12)

We do this directly, assuming (6.6) holds for n. The inequality (6.6) for n implies
that the terms with coefficients λ1(t) and λ2(t) are bounded below by 0 (we omit
the details). The terms involving µ1(t) and β1(t) are given by∫ T

z

[
(i+ 1)

(
µ1(t) + β1(t)

)
Uα,n+1(i+ 1, j,−1, t)

− i
(
µ1(t) + β1(t)

)
Uα,n+1(i, j + 1,−1, t)

]
e−(1+α)(t−z) dt.

which equals∫ T

z

[
µ1(t)R1 − β1(t)K1 +

(
µ1(t) + β1(t)

) (
TαUα,n

)
(i, j, t)

+ i
(
µ1(t) + β1(t)

)((
TαUα,n

)
(i, j, t)−

(
TαUα,n

)
((i− 1)+, j + 1, t)

) ]
e−(1+α)(t−z) dt.

The inductive hypothesis implies that this last expression is bounded below by∫ T

z

[
µ1(t)R1 − β1(t)K1 +

(
µ1(t) + β1(t)

) (
TαUα,n

)
(i, j, t)

]
e−(1+α)(t−z) dt.

(6.13)

Similarly, the terms involving µ2(t) and β2(t) are bounded below by∫ T

z

[
−
(
µ2(t)R2 − β2(t)K2

)
−
(
µ2(t) + β2(t)

) (
TαUα,n

)
(i, j, t)

]
e−(1+α)(t−z) dt.

(6.14)

The terms related to the uniformization terms are∫ T

z

[ (
1− λ(t)− i

(
µ1(t) + β1(t)

)
− j

(
µ2(t) + β2(t)

)) (
Uα,n+1(i+ 1, j, 0, t)

− Uα,n+1(i, j + 1, 0, t)
)

−
(
β1(t) + µ1(t)

)
Uα,n+1(i+ 1, j, 0, t)

+
(
β2(t) + µ2(t)

)
Uα,n+1(i, j + 1, 0, t)

]
e−(1+α)(t−z) dt.

which equals∫ T

z

[ (
1− λ(t)− i

(
µ1(t) + β1(t)

)
− j

(
µ2(t) + β2(t)

))((
TαUα,n

)
(i+ 1, j, t)

−
(
TαUα,n

)
(i, j + 1, t)

)
−
(
β1(t) + µ1(t)

) (
TαUα,n

)
(i+ 1, j, t)

+
(
β2(t) + µ2(t)

) (
TαUα,n

)
(i, j + 1, t)

]
e−(1+α)(t−z) dt. (6.15)
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The terms corresponding to e−(1+α)(T−z) are bounded below by 0 by the inductive
hypothesis. Putting all these lower bounds together (paying particular attention
to in (6.13), (6.14), and (6.15)), it follows from (6.1) (and a little algebra) that the
left side of (6.12) with n replaced with n+ 1 is bounded below by∫ T

z

[ (
1− λ(t)− i

(
µ1(t) + β1(t)

)
− (j + 1)

(
µ2(t) + β2(t)

))((
TαUα,n

)
(i+ 1, j, t)

−
(
TαUα,n

)
(i, j + 1, t)

)
+
(
β2(t) + µ2(t)−

(
β1(t) + µ1(t)

))((
TαUα,n

)
(i+ 1, j, t)

−
(
TαUα,n

)
(i, j, t)

)]
e−(1+α)(t−z) dt.

The inductive hypotheses and assumption (6.2) yield the result. This completes
the proof in the discounted case.

Proposition 1 and the optimality equations imply the following result on the
existence of a preferred class.

Theorem 2 Under assumptions (6.1)–(6.2), class 1 customers are a preferred
class under the α−discounted reward.

Proof. For fixed α the result follows from (6.5) by letting n→∞ and using the
contraction mapping result of Theorem 4 for the discounted case.

A few remarks regarding Theorem 2 are in order. Stationary versions of this
problem without abandonments are considered by Örmeci et al [27] and Savin et
al. [34]. In each, sufficient conditions for when a customer class is preferred are
provided (c.f. Theorems 1 and 2 and Corollaries 1 and 2 in [27] and Theorem 3 in
[34]). In Örmeci et al. [27], the conditions depend on the arrival rate and assuming
µ2 ≥ µ1. If µ2R2

µ2+α
≥ λ1

λ1+µ1+α
µ1R1

µ1+α
(µ1R1 ≥ λ2

λ2+µ2+α
µ2R2), then it is optimal to

accept class 2 (1) customers to the system whenever there is an idle server. Using
sample path results to bound differences in the value functions, the authors are
unable to provide a more precise condition than that assumed in (6.1)–(6.2) for
class 1 customers to be preferred (or with the roles of class 1 and class 2 reversed,
conditions for class 2 customers to be preferred). In Savin et al. [34], conditions
for each class to be preferred also involve the arrival rates, but are imposed on the
size of the capacity (i.e. m) of the system and is far more involved. On the other
hand, they do not require µ2 > µ1.

We also remark that one might conjecture that Theorem 2 extends to any finite
(or even an infinite) number of customer classes. We again highlight that while
this may be true by extending the nomenclature, it is not without significant effort
and we have thus far been able to complete it.

7 Numerical Study

We have shown that for each fixed time, there is an optimal policy that is a
threshold policy. Despite this result, approximating the non-stationary problem
and finding a solution remains a challenge. For example, it is not clear what these
thresholds are or how they change as a function of time.
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7.1 Description of Numerical Study

Our numerical study is divided into two main parts. In the first part, we approx-
imate the Markov decision model by dividing the time horizon into intervals so
that the resulting state space is finite (see equations (7.2)-(7.3) below), calculate
optimal policies for these discretized models using modified policy iteration (c.f.
Puterman and Shin [30], Puterman [29]), and determine how policies change as a
function of time and parameters (e.g. arrival rate). For this part, we also compare
the average reward optimal policies of the discretized model with those obtai-
ned using a Markov-modulated Poisson Arrival Process (c.f. Fischer and Meier-
Hellstern [7]). Since the state and action space for the approximate Markov decision
model are finite and the model is unichain, a solution to its corresponding discoun-
ted reward and average reward optimality equations are guaranteed to exist. As a
result, the optimal average rewards can be computed using modified policy itera-
tion (c.f., Hordijk and Puterman [15]). We focus on average rewards as they more
closely match the performance criteria of interest in the motivating applications.
Moreover, we know that for a finite state and action space, a stationary, determi-
nistic Markovian policy is optimal for every discount factor close enough to zero
and is also average reward optimal (c.f., [2]). In the second part, we perform a
discrete-event simulation to compare average rewards for optimal policies genera-
ted from the first part and heuristic admission policies commonly used in practice.
We examine how results change as a function of time and parameters. We also
compare the average rewards for optimal policies generated from the first step and
the aforementioned heuristic admission policies for a specific setting where the
arrival and service rates are obtained from Chavis et al. [4], which is based on an
empirical analysis of electronic healthcare records data from a tertiary teaching
hospital in Ann Arbor, Michigan.

For both parts of the study, we examine piece-wise constant arrival rate functi-
ons, depicted in Figure 3 below, and the sinusoidal arrival rate function borrowed
from Yoon and Lewis [38] given by

λc(t) = sin(2πt/24) + 2c if 0 ≤ t ≤ T . (7.1)

For simplicity, the period T is 24 hours, and time t has units of one hour, unless
explicitly specified otherwise. These arrival rates are motivated by service sys-
tems with time-varying arrivals, for which a natural model is a non-homogeneous
Poisson process (NHPP). The first rate function, for example, is a typical mo-
del of inter-arrival times to an emergency department (c.f. Kim and Whitt [19]).
Generally, parameters are slowly varying, so that one can approximate λ(t) with
simpler functions, such as the piecewise constant function given in Figure 3. The
abandonment rate function for class 2 customers is given by

β2
j (t) =


0.1j if 0 ≤ t ≤ 5;

4j if 5 < t ≤ 17;

1.5j otherwise

for all j. The remaining parameters are assumed to be time-independent (i.e.
µ1
j (t) = µ1

j = min{j,m}µ1; µ2
j (t) = µ2

j = min{j,m}µ2; and β1
j (t) = β1

j =

min{j,m}β1), and are provided in Table 1.
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Parameters Values/Levels
m 4, 8

R1, R2, K2, µ
1, µ2 1

K1 0.5

β1 0.1

Table 1 List of Parameter Values

For the first step, we solve a discretized MDP with a time horizon T of 24 hours
divided into intervals of size ∆t = 3 minutes. Since the transitions follow a Poisson
process with rate Ψ , an event occurs at every∆t with probability 1−e−Ψ∆t whereas
nothing occurs during time period ∆t with probability e−Ψ∆t. The “discretized”
average reward optimality equation is given by(

1− e−Ψ∆t
)[λ(z +∆t)

Ψ
q1(t)f(i, j, 1, z +∆t) +

λ(z +∆t)

Ψ
q2(t)f(i, j, 2, z +∆t)

+
β1
i (z +∆t)

Ψ

(
f(i, j,−1, z +∆t)−K1

)
+
β2
j (z +∆t)

Ψ

(
f(i, j,−2, z +∆t)−K2

)
+
µ1
i (z +∆t)

Ψ

(
f(i, j,−1, z +∆t) +R1

)
+
µ2
j (z +∆t)

Ψ

(
f(i, j,−2, z +∆t) +R2

)
+
(
1−

λ(z +∆t) + β1
i (z +∆t) + β2

j (z +∆t) + µ1
i (z +∆t) + µ2

j (z +∆t)

Ψ

)
f(i, j, 0, z +∆t)

]
+ e−Ψ∆tf(i, j, 0, z +∆t) (7.2)

for z = 0,∆t, · · · , T − 2∆t and by(
1− e−Ψ∆t

)[λ(T )

Ψ
q1(T )f(i, j, 1, 0) +

λ(T )

Ψ
q2(T )f(i, j, 2, 0)

+
β1
i (T )

Ψ

(
f(i, j,−1, 0)−K1

)
+
β2
j (T )

Ψ

(
f(i, j,−2, 0)−K2

)
+
µ1
i (T )

Ψ

(
f(i, j,−1, 0) +R1

)
+
µ2
j (T )

Ψ

(
f(i, j,−2, 0) +R2

)
+
(
1−

λ(T ) + β1
i (T ) + β2

j (T ) + µ1
i (T ) + µ2

j (T )

Ψ

)
f(i, j, 0, 0)

]
+ e−Ψ∆tf(i, j, 0, 0). (7.3)

for z = T −∆t.
For the discrete-event simulation, we used a simulation length of two years (24

hours per day), using only the last year for analysis, and performed 200 replications
for each set of parameters and policies. We calculated average reward by hour of
day for each replication and then averaged these hourly rewards over the 200
simulations and estimated confidence intervals using a Student’s t distribution
with 199 degrees of freedom. All simulations were performed in MATLAB. The
particular heuristic admission policies we compared are described below:

MILLER: This heuristic solves the MDP with stationary arrival rates equal to
the average arrival over the entire period and without abandonments and then
uses the controls obtained as input to the original nonstationary model with
abandonments, as described in Section 1.
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WOA(∆t): This heuristic solves the discretized MDP for a specific ∆t and wit-
hout abandonments (i.e. β1

i (t) = β2
j (t) = 0 for all i, j, and t) and then uses

the optimal controls obtained as input to the system with abandonments, as
described in Section 1.

MAX(∆t): This heuristic solves the discretized MDP for a specific ∆t by sol-
ving the stationary admission control problem with the parameters for each
fixed time t equal to the maximum over the interval [q∆t, (q + 1)∆t), q =
0, . . . , T/(∆t)− 1, and uses the optimal stationary policy obtained as input to
the original nonstationary model.

AVE(∆t): Same as MAX(∆t) except that for each parameter (i.e. arrival, service,
and abandonment rate), the maximum is replaced with its average value.

For MAX(∆t) and AVE(∆t), we choose ∆t so that the maximum and average
are taken over 1 hour, 8 hour, and 24 hour intervals. For the second heuristic
(WOA(∆t)), we chose ∆t = 3 minutes.

7.2 Discretized Markov Decision Model

We obtain the following results/insights regarding optimal policies from the dis-
cretized MDP:

– Each optimal policy is monotone threshold for each fixed time.
– When µ1(t)R1 − β1(t)K1 ≥ µ2(t)R2 − β2(t)K2 for all t, the optimal policy

always accepts class 1 customers at time t.
– The (approximate) optimal policy anticipates when the abandonment rate will

decrease or increase

We expand on these statements. As mentioned above, the optimal policy for
the discretized model is a monotone threshold policy for each fixed time. This
can be seen in Figure 2, which displays the sinusoidal arrival rate function and
optimal controls for the case when ∆t = 3 minutes. Class 1 customers are always
accepted, whereas for each fixed number of class 1 customers (along the horizontal
direction), class 2 customers are rejected only when the number of class 2 customers
exceeds a certain threshold. Similarly, for a fixed number of class 2 customers
(along the vertical direction), the optimal policy rejects class 2 customers only
when the number of class 1 customers exceeds a certain threshold. This latter
result is implied by Theorem 1.

Notice that the instantaneous reward rate minus the instantaneous cost is ini-
tially positive, then negative, then back to positive over the period. In particular
µ2
`(t)R2 ≥ β2

` (t)K2 for 0 ≤ t ≤ 5 and for 17 < t ≤ 24 but with the inequality
otherwise reversed. As illustrated in Figure 2, the (approximate) optimal policy
anticipates when this last inequality changes from ≥ to < (i.e. when the abandon-
ment rate will increase or decrease). The admission criteria becomes more strict
the closer we get to 5:00A (at time t = 5 when µ2

`(t)R2 < β2
` (t)K2 first occurs):

it rejects class 2 customers when there is at most 1 server available at 3:47A, but
then rejects all class 2 customers at 4:21A. The trend reverses the closer we get to
5:00P (when µ2

`(t)R2 ≥ β2
` (t)K2 once again): it rejects all class 2 customers until

approximately 4:50P and then accepts all customers henceforth.
Lastly, we examined sensitivity of controls to changes in the number of servers.

Figure 3 displays optimal controls for a fixed time when using the sinuisoidal
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a)

b)

     3:30             3:47            4:04            4:21
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Fig. 2 Sinuisoidal arrival rate function and corresponding optimal policy for discretized MDP
(∆t = 3 minutes, m = 8) from (a) 3:30A–5:30A and (b) 4:00P–6:00P. For each fixed time, the
optimal policy is monotone threshold (illustrated by the triangles on the right). Note: Each
box represents a particular state (i, j) of the system (i, j = 0, . . . , 8) and the colors represent
the policy at that state and time (blue = accept class 1 and 2; green = accept class 1 and
reject class 2; black = reject class 1 and 2). States are organized such that the number of class
1 customers (i) varies along the horizontal axis and the number of class 2 customers (j) varies
along the vertical axis.

(Figure 3a)) and piece-wise constant arrival (Figure 3b)) rate functions as the
number of servers increases from m = 4 (left column) to m = 8 (right column).
In this case, we observe that a smaller facility (i.e. number of servers) makes the
admission criteria more strict.

7.2.1 Comparison with systems having Markov-modulated Poisson Arrivals

An alternative way of capturing non-stationary behavior is to use Markov-modulated
Poisson processes (MMPPs). MMPPs are those in which the rate of the underlying
Poisson process is influenced by another exogenous Markov process commonly
known as the phase process. In this section, we compare the average reward opti-
mal policy for the discretized MDP approximation of the original non-stationary
model with those for a system with a “suitable” Markov-modulated Poisson arrival
process when only the arrival rate depends on time. For the MMPPs, we allow the
arrival intensities (or phases) to change according to a continuous-time Markov
chain that “mimics” the two arrival rate functions considered thus far: the arrival
rates for the Markov-modulated arrival processes equal the one hour average rates
of the two arrival rate functions we have considered and the mean sojourn times
for the phase process in any phase is 1 hour which is also the time spent by the
NHPP at each intensity level for the piecewise constant arrival rate function we
consider. For this section, we assume that the class 2 abandonment rate does not
depend on time and equals 1 throughout the 24 hour period.

Results are highlighted in Figures 4 and 5. We make a few additional remarks
regarding our results. Comparing the two systems when the piecewise constant
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Fig. 3 Sinusoidal and piece-wise constant arrival rate functions and optimal policy for dis-
cretized MDP (∆t = 3 minutes) at 4:50P. In both cases, the admission criteria for class 2
customers becomes less strict as either the number of servers increases from 4 (left column) to
8 (right column).

arrival rate function and corresponding Markov-modulated Poisson arrival process
approximation are used and when m = 4 we note that the two policies agree
everywhere but for time period 4:00P-6:00P. This is depicted in Figure 4, which
displays the optimal controls for the two models during that period. When the
capacity is increased to m = 8 the two policies were identical everywhere. When
comparing the two systems when the sinusoidal arrival rate function is used and
the corresponding Markov-modulated Poisson arrival process approximation with
m = 4 we see slight differences between the two policies. We depict some of these
differences in Figure 5. These slight differences are similarly observed when the
capacity is increased to m = 8, and for the sake of brevity, we omit the details.

7.3 Discrete-event simulation

We obtain the following results/insights from the discrete-event simulation study
(See Tables 2-3 and Figure 6):

– AVE(∆t = 1 hour) and MAX(∆t = 1 hour) are very close to optimal: in all
instances, they are within one percent of the discretized MDP approximation.

– Average rewards become worse the more we ignore the non-stationarity of the
parameters (by either using MILLER or by increasing ∆t from 1 hour to 8
hours, or, by increasing ∆t from 8 hours to 24 hours when using MAX(∆t) or
AVE(∆t) instead of the discretized model with ∆t = 3 minutes).

– Similarly, ignoring abandonments by using MILLER, WOA(∆t = 3 minutes),
or by increasing ∆t from 1 hour to 8 hours or from 8 hours to 24 hours when
using MAX(∆t) or AVE(∆t) also results in the loss of (average) rewards.

We now expand on these statements. For the sinusoidal rate function (see
Table 2), the policy that ignores both non-stationarity and abandonments (i.e.
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Fig. 4 Optimal policies for A system with Markov-Modulated Poisson Arrival Process and
for B discretized MDP corresponding to the piece-wise constant arrival rate functions from
4:00P–6:00P.

MILLER) had daily average rewards that were approximately 24% away from op-
timal when m = 4 and approximately 17% away from optimal when m = 8. When
we include the non-stationarity of the arrival rate but ignore abandonments by
using WOA(∆t = 3 minutes) the rewards are only slightly better: approximately
20% away from optimal when m = 4 and approximately 15% when m = 8. Las-
tly, using policies based on the maximum and average over every 8 hours interval
starting at time 12:00A (i.e. MAX(∆t = 8 hours) and AVE(∆t = 8 hours)) lead
to rewards that are 16% and 22% away from the optimal, respectively.

Similar results were obtained for the piece-wise rate function but with slightly
smaller gaps between the heuristics and the discretized optimal policy, since the
rates are slightly smaller and less varying (see Table 3). In this case, MILLER
had daily average rewards that were approximately 16% away from optimal when
m = 4 and approximately 13% away from optimal when m = 8. WOA(∆t = 3
minutes) performed similarly: approximately 16% away from optimal when m = 4
and approximately 13% when m = 8. Lastly, using the maximum and average
every 8 hours interval (i.e. MAX(∆t = 8 hours) and AVE(∆t = 8 hours)) lead to
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Fig. 5 Optimal policies for A-B system with Markov-Modulated Poisson Arrival Process and
for C-D discretized MDP corresponding to the sinusoidal arrival rate functions from 12:00A–
1:00A and 12:00P-1:00P.

rewards that are 18% and within 3% from optimal. When taken over the entire
interval (i.e. when using MAX(∆t = 24 hours) and AVE(∆t = 24 hours)) rewards
are approximately 20% away from the discretized optimal policy.

7.3.1 An example based on actual patient data

In this section, we perform a discrete-event simulation to compare average rewards
for optimal policies generated from the first step and the aforementioned heuristic
admission policies commonly used in practice. In this case, we use an arrival and
service rate function from Chavis et al [4], which is based on an empirical analysis
of electronic healthcare records data from a tertiary teaching hospital collected
from August 2015 through October 2015 for the ED. This included approximately
18,000 patient encounters in the ED.

In Chavis et al [4], there were five patient classes that arrive initially to the
ED. Each patient class was determined based on acuity (i.e. severity of illness,
assigned using the emergency severity index (ESI), a five-level triage algorithm
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Table 2 Percentage savings in average rewards using the Discretized Markov Decision Model
and sinusoidal arrival rate function when compared to the four alternative heuristics. In all
cases, 95% confidence intervals were estimated to be less than ±0.2% of the average reward.

Heuristic Percent Savings (m = 4) Percent Savings (m = 8)
MILLER 23.9% 17.4%
WOA(∆t = 3 minutes) 23.9% 17.4%
AVE(∆t = 24 hours) 15.4% 27.6%
MAX(∆t = 24 hours) 15.4% 27.6%
AVE(∆t = 8 hours) 8.4% 6.4%
MAX(∆t = 8 hours) 15.4% 27.6%
AVE(∆t = 1 hour) 0.01% -0.76%
MAX(∆t = 1 hour) 0.12% -0.83%

Table 3 Percentage savings in average rewards using the Discretized Markov Decision Model
and piece-wise constant arrival rate function when compared to the four alternative heuristics.
In all cases, 95% confidence intervals were estimated to be less than ±0.3% of the average
reward.

Heuristic Percentage Savings (m = 4) Percentage Savings (m = 8)
MILLER 15.2% 12.8%
WOA(∆t = 3 minutes) 15.2% 12.8%
AVE(∆t = 24 hours) 17.9% 20.5%
MAX(∆t = 24 hours) 17.9% 20.5%
AVE(∆t = 8 hours) 3.2% 1.9%
MAX(∆t = 8 hours) 17.9% 20.5%
AVE(∆t = 1 hour) 0.07% -0.35%
MAX(∆t = 1 hour) 0.18% -0.37%

where higher acuity patients (1 or 2) correspond to higher severity) and disposition
decision (i.e. decision to admit to inpatient hospital unit or discharge home). Thus,
the five patient classes are Acuity level 1-2 Admit, Acuity 1-2 Discharge, Acuity
3 Admit, Acuity 3 Discharge, Acuity 4-5. For this example, we include Acuity 3
Discharge (class 1) and Acuity 4-5 (class 2), which typically correspond to patients
who leave without receiving treatment. For each patient class, the arrival process is
modeled as a non-homogeneous Poisson process with a piece-wise constant arrival
rate function (Figure 7). For each ED patient class, the arrival rate function was
constant over 2-hour periods. The constants were estimated from the data as the
average number of patients in the respective class for the relevant 2-hour period.
The proposed arrival process model was tested using statistical tests proposed by
Lewis [23] based on the Kolmogorov-Smirnov (KS) statistic [19].

The service rates used for this example correspond to average ED treatment
time, which is defined as the time from when the patient is roomed in the ED
to when the ED disposition is made. ED treatment time is analyzed by class,
number of patients in or waiting for treatment, and time of day. We found that it
is reasonable to assume that the service times are not time dependent. We also set
the abandonment rates to be 0. Chavis et al [4] assumes a maximum of 69 beds,
where 13 out of the 69 beds are available for new patients only between 8A and
10P, and an additional 14 out of the remaining 56 beds are available between 11A
to 10P. Since we are only analyzing two patients classes, we assume a maximum of
28 beds, and that between 9P-9A, every patient arrival to a system with 20 fully
occupied bed is rejected from service. In other words, there are 28 beds available
between 9A-9P and 20 beds available between 9P-9A.
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Fig. 6 Estimated hourly reward rates for the policy that always accepts both customer clas-
ses, the policy that always accepts class 1 customers but always rejects class 2 customers,
the optimal policy corresponding to the sinusoidal rate function and the discretized Markov
decision models with ∆t = 3 minutes. Note that MILLER and WOA (∆t = 3 minutes) always
accept both customer classes, MAX(∆t = 24 hours) and AVE (∆t = 24 hours) always reject
class 2 customers. Here, we have m = 8.

Results are summarized in Table 4 and Figure 8. The optimal acceptance region
changes very little over time (Figure 8), even when the bed capacity changes at
9A and 9P. We defined heuristics AVE(∆t = 12 hours) and MAX(∆t = 12 hours)
to use the 9A-9P and 9P-9A time windows, and yet, they are both still at least 4%
away from the optimal. Finally, we note heuristic AVE(∆t = 1 hour) is equivalent
to MAX(∆t = 1 hour) and any heuristic AVE(∆t) with ∆t ≤ 2 hours, since
the arrival rate is held constant over two-hour periods. At 3.6% from optimal,
Heuristic AVE(∆t = 1 hour), however, has only slightly improved performance
over AVE(∆t = 12 hours).

Table 4 Percentage savings in average rewards using the Discretized Markov Decision Model
and piece-wise constant arrival rate function when compared to three alternative heuristics.
In all cases, 95% confidence intervals were estimated to be less than ±0.05% of the average
reward.

Heuristic Percentage Savings
AVE(∆t = 12 hours) 4.10%
MAX(∆t = 12 hours) 4.2%
AVE(∆t = 1 hour) 3.60%

8 Conclusion

Motivated by service systems such as emergency departments and call centers,
we have introduced a non-stationary admission control problem with periodic ra-
tes. To our knowledge, we are the first to allow for class dependent service and
abandonment rates. Following the work in [22] and [38], we embed the current
time in the state space. This allows us to model the problem as a discrete-time
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Fig. 7 Piece-wise constant arrival rate function for realistic ED example and optimal policy
for discretized MDP (∆t = 3 minutes) over a 24 hour period.

Fig. 8 Estimated hourly reward rates for MAX(∆t = 12 hours), AVE (∆t = 1, 12 hours)
corresponding to the realistic ED arrival rate function and the discretized Markov decision
models with ∆t = 3 minutes.

stationary semi-Markov decision process from which we can study the structure
of the optimal policy and approximate the optimal controls and average rewards.

In particular, for the non-stationary problem, we showed that under the infinite
horizon discounted reward optimality criterion, the optimal policy is a threshold
policy for each fixed time. In other words, the admission criteria becomes more
strict as the number of customers increases. In this case, we extend results from
Altman et al. [1], Koole [20], and Örmeci et al. [27] to the non-stationary setting
with abandonments. We then provide sufficient conditions (akin to the classic cµ
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rule) that guarantee the existence of a preferred class, extending results in Örmeci
et al. [27] to the non-stationary case with abandonments.

Despite these insights, we cannot, in general, determine the thresholds expli-
citly. As a result, we consider an approximation which consists of discretizing
the time horizon into equally spaced intervals to examine how policies change as
a function of time and parameters. We then perform a discrete-event simulation
study to compare the average rewards for the admission policy from the discretized
approximation with other admission policies used in practice. Although admission
policies that ignore non-stationarity and abandonments (e.g. those based on the
maximum or average rates over a given interval) may be simpler or easier to com-
pute, they lead to substantial losses in average rewards relative to the discretized
approximation. As a result, non-stationarity and abandonments are important fe-
atures to consider when making admission decisions. More broadly, our approach
provides one way to study the structure of optimal controls for non-stationary
systems with abandonments, and at the very least, we hope that it contributes to
this growing research area.

There are several avenues for further research. Characterizing the optimal po-
licy in general is of clear interest. We have attempted to prove the optimality of
monotone threshold policies, but have been unable to do so. Certainly the same
numerical study but with different arrival rate functions and parameters but tailo-
red to a specific application can be considered. There are several model extensions
worthy of consideration. One might consider the same model but allow for buf-
fer space where only the customers in the buffer can abandon. This requirement
enlarges the state space from two to four dimensions, which presents significant
technical challenges for the analysis and computation of optimal controls. Another
consideration is the possibility for demand (and other parameters of the model)
that undergoes perhaps slow but unpredictable changes. For instance, if an incor-
rect demand model is used, then the resulting admission controls can be far from
optimal. Needless to say, non-stationarity and abandonments are well-observed in
practice in a broad range of problems and provide significant technical challenges
for optimal control and are a bright research direction.
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A Appendix

This section is dedicated to showing that the discounted reward optimality equations have a
solution and that these solutions can be computed via successive approximations. The result
is an application of Theorems 4.1 and 4.2 in Wakuta [36]. There are minor adjustments to the
proofs since the distribution of the the state change and the time between decision points is
not separable. The following notation and definitions is used throughout this appendix.

– Let X and A, respectively, denote the state and action space for a generic semi-Markov
decision process (SMDP).

– Let the Euclidean distance between ` = ((i, j, k, z) , a), `′ = ((i′, j′, k′, z′) , a′) ∈ Gr(A) be
given by

‖`− `′‖ :=
√

(i− i′)2 + (j − j′)2 + (k − k′)2 + (z − z′)2 + (a− a′)2.

Definition A1 The transition kernel Q(·|x, a) is called strongly continuous provided the
mapping (x, a)→

∫
x′∈Xf(x′)Q(dx′|x, a) is continuous and bounded whenever f is measurable

and bounded on X.

A.1 Discounted Reward Optimality Equations (DROE)

In this section we show that the DROE have a solution and that the solution can be computed
via the (contraction) mappings defined in Section 4. Before doing so we note that because the
rewards are bounded below, it suffices (and is in fact equivalent) to consider the case with
non-negative rewards. That is to say that adding the lower bound on rewards to all rewards
does not change the optimal control. Let this lower bound be denoted L and throughout this
section, assume r(x, a) ≥ 0.

Lemma 2 The following hold:

1. There exist a Borel measurable function w on X with w(x) ≥ 1, x ∈ X, a number ξ
(0 < ξ < 1), and a number M > 0 such that
(a) for any (x, a) ∈ Gr(A)

‖r(x, a)‖ ≤Mw(x).

(b) For any policy, the sequence of decision times {tn, n ≥ 0} are such that lim supn→∞ tn =
∞ almost surely.

2. X and A are nonempty Borel subsets of a complete separable metric space.
3. A(x) is a Borel measurable compact-valued multifunction from X into A.
4. The one-stage reward function r(x, a) is upper-semicontinuous on A for each fixed x ∈ X.

5. The transition kernel Q is strongly continuous.

We remark that it is usual that Statement 1(b) (see Proposition 3.1 of [36]) is proved under
the assumption of the existence of a Lyapunov function (see inequality (3.2) in [36]).

Proof. Statement 1(a) holds with w(x) ≡ 1 and for any M that maximizes the one stage
reward functions r(x, a) (below and above). For Statement 1(b) notice that if the initial state
is (i, j, k, 0), the expected number of transitions before the dummy transition at time T is
EN(T ) < ∞ (in fact ΨT ), where N(T ) is a Poisson process of rate Ψ . This implies that
N(T ) <∞ almost surely. At time T there is a renewal. Since there are deterministic renewals
at times (T, 2T, . . .) we have that it requires an infinite time to see an infinite number of
transitions (almost surely).

Statements 2, 3 and 4 hold by construction and by the finiteness of A(x) for each x. For
Statement 5, it is enough to show that∫ T

z

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt (A.1)
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is continuous for any bounded, real-valued measurable function f . To this end, fix ε > 0 and let
x = (i, j, k, z), x′ = (i′, j′, k′, z′) ∈ X with z < z′. Next, choose δ < 1 so that ‖(x, a)−(x′, a′)‖ <
δ implies that i = i′, j = j′, k = k′ and a = a′. It follows that∣∣∣[ ∫ T

z

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt

]
−
[ ∫ T

z′

[
λ1(t)f(i′, j′, 1, t) + λ2(t)f(i′, j′, 2, t)

+
(
µ1i′ (t) + β1

i′ (t)
)
f(i′, j′,−1, t) +

(
µ2j′ (t) + β2

j′ (t)
)
f(i′, j′,−2, t)

+
(
1− λ(t)− µ1i′ (t)− β

1
i′ (t)− µ

2
j′ (t)− β

2
j′ (t)

)
f(i′, j′, 0, t)

]
e−(1+α)(t−z′) dt

]∣∣∣
=
∣∣∣[ ∫ T

z

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt

]
−
[ ∫ T

z′

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− β1

i (t)− β2
j (t)− µ1i (t)− µ2j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z′) dt

]∣∣∣
which simplifies to∣∣∣[ ∫ z′

z

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z) dt

]
+
(
e−(z′−z) − 1

)[ ∫ T

z′

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z′) dt

]∣∣∣.
Let M < ∞ be such that supx∈X |f(x)| ≤ M < ∞. The convexity of the function x2 for

0 < x <∞ implies that
(
f+g
2

)2
≤ 1

2

(
f2 + g2

)
, and hence, that (f + g)2 ≤ 2f2 + 2g2 for any

two functions f, g. It follows that the previous expression is bounded above by

[
2
[ ∫ z′

z

(
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

]
e−(1+α)(t−z)), dt]2

+ 2
[
(e−(z′−z) − 1)

( ∫ T

z′

[
λ1(t)f(i, j, 1, t) + λ2(t)f(i, j, 2, t)

+
(
µ1i (t) + β1

i (t)
)
f(i, j,−1, t) +

(
µ2j (t) + β2

j (t)
)
f(i, j,−2, t)

+
(
1− λ(t)− µ1i (t)− β1

i (t)− µ2j (t)− β2
j (t)

)
f(i, j, 0, t)

)
e−(1+α)(t−z′) dt

]2] 1
2
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This last expression is bounded above by
√

2M(1−e−(1+α)(z′−z)). The continuity
of e−x on −∞ < x < ∞ implies that we can choose δ so that z′ − z < δ implies√

2M(1− e−(1+α)(z′−z)) < ε. This proves the last statement.

The previous lemma implies Theorem 4.1 in [36] holds with some minor adjus-
tments. We include the statement and proof of necessity (for the current model)
for completeness. Sufficiency holds with almost no changes to that in [36] since
A(x) is finite for each x ∈ X.

Theorem 3 A policy π is optimal if and only if its reward vπα(x) satisfies the
discounted reward optimality equations (see (4.1)).

Proof. Suppose vπ
′

α (x) satisfies the DROE. Fix n ≥ 1. Denote the history under
a generic policy π = {d0, d1, . . .} by

hk = {t0, x, a0, . . . , tk, xk, ak}

and note that

Eπ,x
[ n−1∑
k=0

[
e−αtk+1vπ

′

α (xk+1)− Eπ,hk
e−αtk+1vπ

′

α (xk+1)
]]

= 0 (A.2)

for any n ≥ 2. For ease of notation, for any fixed s ∈ X, let p(y|s, a) denote the
probability of next entering state y given that the current state is s and action a is
chosen. Let {τn, n ≥ 1} be the inter-event times so that τn = tn − tn−1. Consider
the second term above,

Eπ,hk
e−αtk+1vπ

′

α (xk+1) = e−αtk Eπ,hk
e−ατk+1vπ

′

α (xk+1)

= e−αtk
[ ∫

y∈X
e−αt(y)vπ

′

α (y)p(dy|xk, ak)
]

= e−αtk
[
r(xk, ak) +

∫
y∈X

e−αt(y)vπ
′

α (y)p(dy|xk, ak)
]

− e−αtkr(xk, ak)

≤ e−αtk
[
vπ

′

α (xk)
]
− e−αtkr(xk, ak),

where we have denoted by t(y) the discount time associated with next transi-
tion and the last inequality holds by taking the maximum in the DROE and the
assumption that vπ

′

α satisfies it. Thus, using (A.2) yields

Eπ,x
[ n−1∑
k=0

e−αtk+1vπ
′

α (xk+1)− e−αtk
[
vπ

′

α (xk)
]

+ e−αtkr(xk, ak)
]
≤ 0

The first two terms in the sum telescope yielding the following inequality:

Eπ,x
[
e−αtnvπ

′

α (xn)− vπ
′

α (x) +

n−1∑
k=0

e−αtkr(xk, ak)
]
≤ 0.

Statement 1(a) of Lemma 2 implies that vπ
′

α is bounded. The Dominated Conver-

gence Theorem and Statement 1(b) of Lemma 2 yields that Eπ,x e−αtnvπ
′

α (xn)→ 0
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as n→∞. The last term converges to the total discounted reward of π so that we
have vπ

′

α ≥ vπα, which yields the result.

We conclude this section by stating Lemma 5.7 and Theorem 5.8 of [36] which
follows in the same manner.

Theorem 4 The following hold for the discounted reward model:

1. The mapping Un,α maps the set of bounded functions on X back into the same
set and is a contraction mapping. This implies vα is the unique solution to the
DROE.

2. There exists a Borel measurable function f that achieves the maximum in the
DROE.

3. There exists an optimal stationary policy.
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